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Abstract

Events induced by neutrinos leave specific signatures in the IceCube detector, which

depend on the physical properties of the respective neutrino. To infer these properties

from the observations in the detector, different reconstruction algorithms tailored to each

event topology are typically applied. In this thesis, unsupervised clustering is used to

investigate whether pulse-level IceCube data can be meaningfully divided into physically

interpretable groups without providing explicit target labels. For this purpose, pulse-level

simulation data is mapped to a latent representation extracted from a graph convolutional

neural network, trained on feature reconstruction, before it is transformed to a lower-

dimensional embedding using Uniform Manifold Approximation and Projection (UMAP).

The clustering algorithmHDBSCAN is then applied to obtain a clustering of the data, which

is analyzed with regard to its stability against stochastic and geometric variations of the

UMAP embedding. We find a non-trivial clustering, which is stable within a well-defined

parameter range, and for which the identified clusters correlate with physical observables.

We also find that the implicit task information of the latent representation significantly

influences the results. In particular, for the clustering on a latent representation extracted

from a direction reconstruction model, clusters were dominantly separated into tracks and

cascades. In contrast, that for a latent representation based on an energy reconstruction

model yielded clusters predominantly separated by the energy of events.





Zusammenfassung

Durch Neutrinos ausgelöste Events hinterlassen im IceCube-Detektor spezifische Signa-

turen, die von den physikalischen Eigenschaften des jeweiligen Neutrinos abhängen. Um

diese Eigenschaften aus den Beobachtungen imDetektor abzuleiten, werden typischerweise

verschiedene, auf die jeweilige Ereignistopologie zugeschnittene Rekonstruktionsalgorith-

men angewendet. In dieser Arbeit wird Unsupervised Clustering verwendet, um zu unter-

suchen, ob sich pulse-level IceCube-Daten ohne explizite Labels sinnvoll in physikalisch

interpretierbare Gruppen unterteilen lassen. Zu diesem Zweck werden pulse-level Simula-

tionsdaten auf eine latente Darstellung abgebildet, die aus einem Graph Convolutional

Neural Network (GCNN), das auf Feature-Rekonstruktion trainiert wurde, extrahiert,

bevor sie mit Hilfe von Uniform Manifold Approximation and Projection (UMAP) in eine

niedrigdimensionale Einbettung transformiert werden. Anschließend wird der Clustering-

Algorithmus HDBSCAN angewendet, um eine Clusterung der Daten zu erhalten, die

hinsichtlich ihrer Stabilität gegenüber stochastischen und geometrischen Variationen der

UMAP-Einbettung analysiert wird. Wir finden nicht-triviale Cluster, die innerhalb eines

wohldefinierten Parameterbereichs stabil sind und bei denen die identifizierten Cluster

mit physikalisch beobachtbaren Größen korrelieren. Wir stellen außerdem fest, dass die

Ergebnisse erheblich von den impliziten Informationen der latenten Darstellung über die

Aufgabe des GCNN beeinflusst werden. Insbesondere wurden bei der Clusterbildung auf

der Grundlage einer latenten Darstellung, die aus einem Richtungsrekonstruktionsmodell

extrahiert wurde, die Cluster überwiegend in Tracks und Cascades unterteilt, während

bei einer latenten Darstellung auf der Grundlage eines Energierekonstruktionsmodells die

Cluster überwiegend nach der Energie der Events unterteilt wurden.
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Introduction 1
When the scienti�c �eld of astronomy developed thousands of years ago,
the only available source of information was the visible light reaching
the Earth from outer space. Since then, various messengers have been
found, including � -rays, cosmic rays, gravitational waves and neutrinos.
Together, these information carriers form the �eld of multi-messenger
astronomy, which uses the combined observation of multiple signals
to study astrophysical objects and phenomena. The �eld of neutrino
astronomy has developed signi�cantly in the past decades, with several
neutrino telescopes built at di�erent locations, like IceCube [1] at the
South Pole, KM3NeT in the Mediterranean Sea [2] and Baikal-GVD in
Russia [3]. Other observatories are under construction, like P-ONE [4] in
the Paci�c Ocean o� the west coast of Canada, with the goal of achieving a
full-sky coverage and e�orts to combine the observations of all telescopes
[5]. IceCube was the �rst neutrino telescope of cubic-kilometer size
and is arguably the most prominent of those just mentioned. It has
provided major contributions to neutrino physics and astronomy [6�8]
and continues its e�orts to improve analysis and further develop the
observatory [9].

Similarly to the progress that neutrino telescopes have made in the past
years, the �eld of machine learning and deep learning has developed
rapidly. The large variety of techniques that these domains o�er has
made its way into scienti�c problem-solving and analysis applications.

The topic of this thesis combines machine learning with an analysis of
IceCube data. Speci�cally, it is investigated if unsupervised clustering
can produce physically meaningful clusters given pulse-level IceCube
data as input. For this purpose, IceCube simulation data is mapped to
a task-informed latent representation based on a feature reconstruction
model. Subsequently, the data is embedded into a lower dimension using
Uniform Manifold Approximation and Projection (UMAP) and clustered
with the HDBSCAN clustering algorithm. The stability of the clustering
is analyzed regarding stochastic variations and the in�uence of geometric
changes of the UMAP embedding. Finally, the physical signi�cance of
identi�ed clusters is evaluated. The structure of the thesis is as follows:

Chapter 2 provides an introduction to neutrino astronomy, describing
possible neutrino sources and their energy �ux, as well as typical neutrino
interactions with matter.

Chapter 3 introduces the IceCube Neutrino Observatory. First, the de-
tector design and instrumentation is described, followed by a detailed
explanation of the detection principle of neutrinos and the individual
topologies that neutrinos of di�erent �avors leave in the detector. The
chapter concludes with a brief overview of IceCube's data acquisition
system.

Chapter 4 contains the machine learning methods used in the following
analysis. It starts with an introduction of supervised and unsupervised
learning, followed by the explanation of speci�c clustering algorithms
relevant to this work, including external metrics for evaluating clustering
stability. Furthermore, the used techniques for dimensionality reduction
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and metrics evaluating the quality and stability of the lower-dimensional
embedding are described. Lastly, some methods for characterizing struc-
tural characteristics of a data space are introduced.

The clustering procedure is performed in Chapter 5, starting with a
detailed description of the used data. To obtain a latent representation
of �xed-size vectors, a graph convolutional neural network is trained
on energy reconstruction and its performance is evaluated. The chapter
continues with a study of the structure of the obtained latent space
to select the most suitable clustering algorithm. Finally, a clustering
with the HDBSCAN algorithm is performed on a lower-dimensional
UMAP embedding of the latent representation, for which the clustering
stability is analyzed regarding the UMAP stochasticity and variations in
its geometry. Subsequently, the physical meaning of the resulting clusters
is investigated and it is compared to a second clustering based on a
di�erent latent space, extracted from a direction reconstruction model.

Chapter 6 gives a summary of the results of the analysis and presents an
outlook on further research possibilities and areas of application.
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Neutrino Astronomy 2
2.1 Neutrino Sources . . . . . . 3

2.2 Neutrino Interactions . . . 5

Neutrinos are electrically neutral and almost massless elementary par-
ticles which, together with a very low interaction cross section, makes
them unique cosmic messengers. Their characteristics allow them to
carry information from extremely dense regions or far away astrophysi-
cal objects directly to Earth without being de�ected by electromagnetic
or gravitational �elds, unlike other messengers such as photons and
cosmic rays. However, on the other hand, a low cross-section poses a
problem for the detection of a su�cient number of particles, and only
the extremely high abundance of neutrinos su�ciently compensates for
this de�cit [10].

After being postulated by Wolfgang Pauli for the �rst time in 1930 [11],
the existence of neutrinos has been experimentally con�rmed with the
direct detection of neutrinos produced in a nuclear reactor by Cowan and
Reines in 1956 [12]

[12]: Cowan et al. (1956), `Detection of the
Free Neutrino: a Con�rmation'

. Since then, various experiments have been conducted
to search for neutrinos produced at di�erent intra- and extragalactic sites
and to con�rm their theoretically predicted properties. In recent years,
neutrinos have been one of the most important information carriers in
the investigation of astrophysical objects. Especially in the context of
multi-messenger astronomy, where multiple di�erent messengers like
photons, cosmic rays, and gravitational waves are combined to identify
astrophysical sources and better understand the underlying physical
processes, neutrino astronomy represents an essential component because
it provides information that is not accessible through other cosmic
messengers [10].

This chapter gives a short overview of neutrino sources and their energy
spectra, as well as explaining possible neutrino interactions with matter.

2.1 Neutrino Sources

Depending on the origin and production process of neutrinos, their
energy varies over multiple orders of magnitude. Figure 2.1 shows the
expected �ux of neutrinos at Earth coming from di�erent sources as a
function of their energy. Due to di�erent underlying processes, sources
may produce both neutrinos and antineutrinos or only one of the two,
however, in the following, no distinction is made between them, and the
term 'neutrino' is used collectively.

As of today, neutrinos have not yet been detected from all sources shown
in Figure 2.1. Especially for sources on the lower end of the spectrum
and for di�use ones, neutrinos are too sparse, or their energy is too low
for reliable detection, so that these are only well-founded predictions so
far.

The low-energy range of the spectrum is occupied by neutrinos produced
in the Big Bang Nucleosynthesis(BBN) and from the Cosmic Neutrino
Background(C� B). Only seconds after the Big Bang, as the universe
expanded, both the temperature and the particle density dropped. This
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resulted in an increase of the mean free path of neutrinos up to the point
where it was larger than the size of the universe itself, and consequently,
the reactions of neutrinos with other particles stopped, they decoupled
from the plasma. These neutrinos form the C � B, which, due to the
continuing expansion, is at comparably low energies today. After the
decoupling, neutrinos were still produced, mostly in beta decays of
neutrons and unstable light atoms. These neutrinos produced during the
BBN have only slightly higher energies than those from the C � B as they
were produced a little later. Since the energy of C � B and BBN neutrinos
is so low, the corresponding cross-section is too small for them to be
detected with currently available technologies [13].

Populating the medium energy range, solarneutrinos are produced inside
our Sun through di�erent processes. Since the Sun is a rather light star,
the dominant nuclear process is the pp-chain, where four protons are
fused to a helium atom, producing electron neutrinos:

4? Ï 24� �! 4�4 Ï 2� 4 • (2.1)

Additionally to nuclear reactions, thermal processes like Bremsstrahlung,
plasmon decay or the Compton process also produce solar neutrinos, but
at lower energies [14].

Figure 2.1: The Grand Uni�ed Neutrino
Spectrum (GUNS), showing the expected
neutrino �ux at Earth (integrated over
directions and summed over �avors). Cre-
ated using data from [14].

Going towards higher energies, geoneutrinos, mainly produced via the
decay of radioactive elements in the crust of the Earth [15], and reactor
neutrinos, arti�cially created in nuclear reactors [16], contribute to the
�ux.

Another background neutrino �ux is the one coming from past core-
collapse supernovae. All neutrinos produced in such events combined
form the Di�use Supernova Neutrino Background(DSNB) [14].

Covering a large region of the spectrum from around 100 MeV to 100
TeV, atmosphericneutrinos are created in the Earth's atmosphere when
cosmic rays interact with matter and generate an atmospheric air shower.
In secondary processes, the decay of mesons produces neutrinos whose
energies are very high, following the spectrum of the initial cosmic rays.
While at lower cosmic ray energies, twice as many � � as � 4 are expected to
be produced, the production of � � predominates at higher energies [17].
For neutrino telescopes like IceCube (Chapter 3), atmospheric neutrinos
and atmospheric muons produced in air showers represent the main
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Figure 2.2: Examples of interaction ver-
tices for a neutral current interaction (top)
and a charged current interaction (bot-
tom).

background for the detection of astrophysical neutrinos. To get rid of the
atmospheric muons, the Earth can be used as an absorbing shield, which
does not work for the atmospheric neutrinos due to their low interaction
cross-section with matter [7].

The most relevant for astrophysical studies are high-energy neutrinos
above 1 TeV. These can be generated via cosmic rays, similar to atmospheric
neutrinos, but in reactions happening outside of the Earth's atmosphere.
Alternatively, high-energy neutrinos are also produced through hadronic
interactions in the surroundings of extragalactic accelerators like Active
Galactic Nuclei(AGNs) or Gamma Ray Bursts(GBRs) [14]. At the upper
end of the spectrum, showing only a very low �ux, cosmogenic neutrinos
can obtain energies up to EeV. They arise speci�cally from interactions of
ultra-high-energy cosmic rays with photons from the Cosmic Microwave
Background(CMB) or from the Extragalactic Background Light(EBL) [14].

2.2 Neutrino Interactions

Detecting neutrinos proves di�cult due to their very rare interaction
with matter, which only happens via the weak force. Depending on the
energy of the neutrino, di�erent interaction processes can occur. At high
energies above 100 GeV, which are of most relevance for this work, deep
inelastic scatterings with nuclei dominate, where a neutrino scatters o�
one of the quarks inside a nucleon. This process can take place in the
form of two di�erent types of interactions [17, 18].

Neutral current(NC) interactions are mediated by a / Boson and yield a
neutrino of the same �avor since the neutral mediator particle cannot
cause a change in lepton number:

� ; Ï #
/ 0

�! � ; Ï -• (2.2)

Charged current(CC) interactions, on the other hand, are mediated by a
, boson, which turns the neutrino into a lepton of the same �avor:

� ; Ï #
,

�! ; Ï -• (2.3)

In both equations, # represents the nucleus, and- represents a hadronic
shower as a product of the reaction. Examples for interaction vertices of
both neutral and charged current interactions involving a � 4 are shown
in Figure 2.2 [10].

In addition to these two processes, at the resonance energy of 6.3 PeV
[17], there is a signi�cant peak in the cross-section of the interaction of
electron anti-neutrinos with electrons, producing a negatively charged
boson, called the Glashow resonance[19]:

¢� 4 Ï 4� �! , � �! - • (2.4)

The cross-sections for deep inelastic scattering, including the Glashow
peak, are shown in Figure 2.3.
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Regarding the detection of neutrinos in observatories like IceCube, NC
and CC interactions are distinguished by the unique signature they
respectively leave in the detector (for more details, see Section 3.2).

Figure 2.3: Cross sections for deep inelas-
tic scattering of neutrinos for di�erent
interaction processes. Data taken from
[20] and [21].
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Since it is not possible to detect neutrinos directly, neutrino telescopes
rely on detecting secondary particles produced in the interactions. As
explained in more detail in Section 3.2, these secondary particles are
measured by their emitted light in the visible range, which means the
detector medium needs to be transparent for the relevant wavelengths.
Additionally, to have a chance of detecting a signi�cant number of
neutrinos, it is necessary to have a large instrumented volume due to
the extremely low cross-section of neutrino interactions with matter
(shown in Figure 2.3). These two prerequisites make water or ice the
ideal naturally available detector medium [22, 23].

The IceCube Neutrino Observatory(IceCube), located at the South Pole, was
completed in 2011 as the �rst neutrino telescope of its scale, with a size of
one cubic kilometer of instrumented Antarctic ice [24]. After operating
for two years, it managed to observe the �rst astrophysical neutrinos in
2013, thus achieving a primary goal [25]

[25]: Aartsen et al. (2013), `Evidence for
High-Energy Extraterrestrial Neutrinos
at the IceCube Detector'

. Since then, a number of major
steps have been taken, such as the evidence of neutrino emission from the
two extragalactic neutrino sources TXS0506+056 [26]

[26]: Aartsen et al. (2018), `Neutrino emis-
sion from the direction of the blazar TXS
0506+056 prior to the IceCube-170922A
alert'

and NCG1068 [6]

[6]: Abbasi et al. (2022), `Evidence for
neutrino emission from the nearby active
galaxy NGC 1068'

.
Further research objectives of IceCube include the indirect detection of
dark matter [27]

[27]: Halzen et al. (2010), `Invited Review
Article: IceCube: An instrument for neu-
trino astronomy'

, neutrino oscillation [28]

[28]: Yu et al. (2023),Recent neutrino oscil-
lation result with the IceCube experiment

and cosmic ray [29, 30]

[29]: Aartsen et al. (2021), `Measurements
of the time-dependent cosmic-ray Sun
shadow with seven years of IceCube
data: Comparison with the Solar cycle
and magnetic �eld models'
[30]: Abbasi et al. (2025), `Observation of
Cosmic-Ray Anisotropy in the Southern
Hemisphere with 12 yr of Data Collected
by the IceCube Neutrino Observatory'

studies,
to mention only a few.

In the following, the detector design is presented, followed by a descrip-
tion of the neutrino detection principle and possible event topologies
in IceCube. Lastly, the reconstruction and classi�cation of events and
available simulations are discussed.

3.1 The Detector

The IceCube detector consists of 86 strings, each instrumented with
60 digital optical modules (DOMs). Every DOM, in turn, contains a
photomultiplier tube (PMT) for detecting the visible light created by
secondary particles in neutrino interactions (Section 3.2), calibration
equipment and the necessary electronics for digitization and transmission
of the data. Figure 3.1 shows the hexagonal arrangement of the strings in
a depth of 1450 m to 2450 m, which comes with the advantage of having
a thick layer of ice above the detector, acting as a natural shield against
cosmic rays and speci�cally atmospheric muons. Illustrated are also the
three main parts of the detector: the IceCube In-Ice Array, the DeepCore
and the IceTop [24].

The In-Ice Array comprises 78 strings, spaced 125 m apart from each other.
This design layout is particularly suitable for the detection of neutrinos
with energies in the range of TeV to PeV [24].

To be able to also measure neutrinos with lower energies (down to 10 GeV),
which allow the study of fundamental phenomena such as atmospheric
neutrino oscillations, eight additional strings have been deployed in the
center part of the detector, called DeepCore. These added strings are
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Figure 3.1: Schematic illustration of the
IceCube detector. Its three main parts are
IceTop at the surface, the In-Ice Array and
the more densely instrumented region
DeepCore. Image taken from [31].

[24]: Aartsen et al. (2017), `The IceCube
Neutrino Observatory: instrumentation
and online systems'
[32]: Abbasi et al. (2012), `The design and
performance of IceCube DeepCore'

[31]: Abbasi et al. (2013), `IceTop: The sur-
face component of IceCube'
[33]: Mase et al. (2011), `New background
rejection methods for the cosmogenic
neutrino search with IceCube'

spaced only 72 m apart from each other on average, making the region
more densely instrumented. Moreover, most of the PMTs in the DOMs of
the DeepCore have a higher quantum e�ciency than those of the In-Ice
Array, which, combined with the tighter spacing, results in the reduced
energy threshold for detectable neutrinos [24, 32].

On the surface of the ice sits IceTop, an array of 162 ice Cherenkov tanks
to measure atmospheric air showers induced by cosmic rays in the Earth's
atmosphere. For the In-Ice Array, IceTop helps reduce the background
of atmospheric muons that could falsely be identi�ed as products of
neutrino interactions. Since muons from atmospheric air showers come in
bundles, their combined energy might be misinterpreted as one extremely
high-energy muon produced by a cosmogenic neutrino. To avoid that,
events happening at the same time a shower is detected in IceTop, are
rejected, i.e., IceTop acts as a veto [31, 33].

3.2 Neutrino Detection Principle

For the detection of neutrinos in telescopes like IceCube, a phenomenon
called Cherenkov radiationis taken advantage of. It is based on the fact
that a charged particle traveling through a medium can have a speed
exceeding the phase velocity of light in this medium. If this happens,
the charged particle polarizes nearby molecules, which emit light when
falling back to their ground state. Since this emitted light propagates
slower than the particle, it constructively interferes. The result is the
formation of a cone of light along their path as visualized in Figure 3.2.
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[34]: Tamm et al. (1991), `Coherent vis-
ible radiation of fast electrons passing
through matter'
[35]: Rädel et al. (2013), `Calculation of
the Cherenkov light yield from electro-
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1: The formula given here holds for par-
ticles carrying a charge of � 4.

Figure 3.2: Schematic of the Cherenkov
cone created by a charged particle mov-
ing through a dielectric medium at a
speed exceeding the phase velocity of
light. The emitted light interferes to form
a cone with an opening angle � .

[36]: Abbasi et al. (2024), `Improved mod-
eling of in-ice particle showers for Ice-
Cube event reconstruction'

[37]: Chirkin et al. (2016), Propagating lep-
tons through matter with Muon Monte Carlo
(MMC)

The opening angle of this Cherenkov cone is given by

cos� =
1

� � =¹� º
(3.1)

with the refractive index of the medium =¹� º and the velocity of the
charged particle � = E• 2 [34, 35].

The expected number of photons emitted as Cherenkov radiation by
a charged particle per unit distance traveled 3G is described by the
Frank-Tammformula

32#
3G 3�

=
2�

137� 2

�
1 �

1
� 2=2¹� º

�
– (3.2)

which indicates a higher contribution of shorter wavelengths 1. However,
since radiation with wavelengths lower than 300 nm is strongly absorbed
by the ice, neutrino telescopes focus on the detection of photons in the
range of 300 nm to 600 nm where the ice is transparent for them [10,
34].

From the location and time information of detected Cherenkov photons,
the energy and incident direction of the charged particle, and accordingly
of the initial neutrino can be reconstructed (Section 3.4) to investigate
astrophysical sources and their properties.

3.3 Event Topologies

After a neutrino interacts inside or close to the detector, the resulting
secondary particles travel through the ice and leave a signature of
Cherenkov radiation. Depending on the �avor of the initial neutrino
and whether it was a neutral current (Equation 2.2) or charged current
(Equation 2.3) interaction, di�erent secondaries are produced. Due to
their distinct patterns of energy loss in the ice and varying lifetime, the
observed light propagates in speci�c topologies, the three main ones
being tracks, cascades, and double bangs. A schematic overview of the
reaction processes involving neutrinos of di�erent �avors is given in
Figure 3.3 [36].

In reactions where a muon is produced, i.e., mostly CC-interactions
involving a muon neutrino, the resulting event topology is called a
track. Depending on the energy of the muon, it can travel up to several
kilometers in the ice before it decays [37]. On its path, the muon loses
energy through ionization and various radiative processes. Since the latter
are stochastic mechanisms, the emerging light pattern is characterized by
a series of stochastic energy losses along the muon trajectory, forming a
track of Cherenkov radiation. An example for the visualization of a track-
like event is displayed in Figure 3.4. Tracks can further be distinguished
into starting tracks if the interaction happens inside the detector volume,
and through-goingor stoppingtracks if the interaction vertex lies outside
of it. Due to their elongated shape, tracks allow for a more precise
directional reconstruction of the muon and consequently, also that of the
initial neutrino. For energy reconstruction on the other hand, tracks are
not ideal, especially for non-starting tracks, since only part of the muon's
energy is deposited inside the detector volume and hence the statistical
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estimation of the total energy comes with considerable uncertainties [10,
17].

Cascadesare characterized by a spherical shape, which arises from CC
interactions involving electron neutrinos, as well as all NC interactions.
Due to the hadrons released by the destruction of the nucleus having a
very short propagation length in ice, their emitted Cherenkov radiation
is concentrated within a short distance. In � 4-CC interactions, the same
holds for the electromagnetic shower induced by subsequent interactions
of the outgoing electron. Unlike tracks, cascades allow for a better
energy reconstruction, especially for � 4-CC interactions, where all of the
energy converted to Cherenkov radiation goes into the hadronic and
electromagnetic cascades. In NC interactions, the outgoing neutrino keeps
a fraction of its energy, which means that only part of its initial energy is
visible in the detector. Meanwhile, however, the angular resolution for
cascade-like events is less accurate due to the scattering of the Cherenkov
photons blurring the direction of propagation. A visualization of the
detector response to a cascade-like event is shown in Figure 3.4 [7].

The third possible event signature is called a double bang, which is es-
sentially two consecutive cascades, spatially separated from each other
enough to be distinguishable. This topology only occurs for � � -CC inter-
actions, where the lifetime of the produced � lepton enables it to travel
for a short distance before it decays. The result is one cascade at the
interaction vertex, followed by a short track induced by the trajectory of
the � and then another cascade resulting from the decay [38].
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Figure 3.3: Possible neutrino interactions in neutrino telescopes. (a) shows a NC interaction producing a hadronic shower, the outgoing
neutrino is not visible in the detector. (b) shows a � 4-CC interaction, where additionally to the hadronic shower, the outgoing electron
produces an electromagnetic shower. (c) shows a� � -CC interaction producing a hadronic shower and an outgoing muon. (d) shows a
� � -CC interaction where the decay of the � (illustrated by a star) produces a second hadronic shower.

3.4 Data Acquisition

When Cherenkov photons are detected by a PMT in one of the DOMs
and trigger a signal that exceeds the threshold of 0.23 photoelectrons, it
is called a hit. The information a hit provides about the charge over time
is expressed as a waveform, which is �rst digitized and then deconvolved
into a sequence ofpulses. Each pulse represents a tuple of charge, time,
and pulse width. To reject hits that are caused by dark noise in the
detection devices, only waveforms for hits that pass the criteria of Hard
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[24]: Aartsen et al. (2017), `The IceCube
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and online systems'

Local Coincidence(HLC) are processed further. If a DOM records a hit,
HLCs require that the nearest or one of the next-to-nearest DOMs also
register a simultaneous hit within a time window of � 1 µs. To form events,
all recorded hits in the detector within a time window of [-4 µs, 6µs] are
combined if they satisfy a trigger condition. An example of such a trigger
is the Simple Multiplicity Trigger (SMT), which requires # or more HLC
hits within a �exible time window. Speci�cally, the IceCube In-Ice Array
uses the SMT8 trigger, which requires at least 8 HLC hits within 5 µs [24].
Events that pass the SMT8 trigger can then be further processed and
�ltered. Depending on the analysis objective, there are di�erent �lters
availabel, for example the muon �lter , which selects only events with a
track-like signature or the cascade �lter, which equivalently only selects
events that look like cascades.

To determine the physical properties of the incident neutrinos, after
the �ltering, di�erent reconstruction algorithms are typically applied
to the events, based on the topology of the events. Two of the main
reconstruction targets are to infer the direction and the energy of the
incident neutrino. These are important for identifying the location of
neutrino sources and characterizing their underlying energy spectrum.

Figure 3.4: Event views of a track-like
(left) and a cascade-like (right) event in
IceCube. The size of the bubbles repre-
sents the charge and the color encodes
the time of hit from early (red) to late
(blue).
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Machine learningdenotes a sub�eld of arti�cial intelligence whose goal
is to develop methods and algorithms for recognizing patterns and
correlations in data, based on which it is possible to make predictions
or decisions without having explicit, hard-coded rules. Compared to
classical approaches, which heavily rely on precise instructions, machine
learning stands out due to its ability to learn relationships present in the
data.

The basis of the majority of procedures in machine learning is the
approximation of an underlying function

5 : - ! .

which maps the input data - to an output . . Since f is either unknown
or analytically not accessible in most practical applications, it is approx-
imated by a model  5¹G–� º which depends on a set of parameters � .
The goal of the learning process is then to optimize these parameters
to achieve a speci�c target. This is done by minimizing a loss function,
which measures the error of the model's output to a given input [39].

The idea of generalizationis one of the critical aspects of machine learning.
It is important that a model not just reproduces the training data exactly
but rather extracts structures and correlations from that data to be able
to react to new, unseen data. Excessive adaptation to the training data
can easily lead to over�tting , while insu�cient adaptation might cause
under�tting . Hence, �nding a good balance between model complexity
and generalization is crucial [40].

There is a wide variety of existing machine learning algorithms that utilize
di�erent approaches, including linear methods and high-dimensional
neural networks, to name only two of many more. The choice of which one
to use depends on the characteristics of the data, the available computing
resources, and the speci�c task. This chapter provides an overview of
algorithms and methods that have been used for the analyses in Chapter
5.

4.1 Supervised vs. Unsupervised Learning

Machine learning paradigms are divided into several categories, which
primarily di�er in the form of the available training data and the over-
all goal. Two of the most important ones are supervised learningand
unsupervised learning.

For supervised learning, the model is trained on a set of training data
consisting of pairs ¹G8– H8º with input data G8 2 - and associated target
values H8 2 . , called labels. The provision of labels is crucial for being
able to conduct supervised learning, and in many cases, they can only be
created manually or with complex simulations [39, 40].
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In contrast, in the case of unsupervised learning, only the input data G8

is available, but no labels. The goal is to understand correlations in the
data to identify hidden patterns and structures without having a direct
mapping to a target value. This approach is often used for clustering
tasks (Section 4.2) with the objective to �nd distinct clusters so that
observations in the same cluster are more similar to each other than to
observations in other clusters [41]. Dimensionality reduction methods
(Section 4.3) like Principal Component Analysis also apply unsupervised
learning to map high-dimensional data to a lower dimension while
maintaining essential structures [42].

Choosing between supervised or unsupervised learning depends sig-
ni�cantly on the problem to solve and on the data availability. For large
amounts of reliable, labeled data as provided in simulations, super-
vised learning is generally working well. It enables precise classi�cation,
although it carries the risk of a strong dependence on simulation assump-
tions. If labels are not available or if the goal is to discover unknown
structures in the data, unsupervised learning becomes particularly valu-
able.

4.2 Unsupervised Clustering

Clustering algorithms are unsupervised learning methods that try to
divide given data into meaningful subsets, which are called clusters.
Observations inside the same cluster should be as similar as possible
to each other, while their similarity to observations from other clusters
should be low. In other words, the principle of clustering is to compare
the `similarity' of two observations or their `distance' to each other.
Overall, the goal is to maximize the similarity between observations
within clusters and at the same time maximize the distance between
di�erent clusters. The de�nition of distance depends on the used metric,
a common one being Euclidean distances, and the emerging clusters
are in�uenced by the chosen metric [41]. Existing clustering algorithms
are based on di�erent assumptions, might require the use of speci�c
metrics or can only be applied to speci�c types of data. To achieve good
clustering, it is crucial to choose an algorithm that is well-suited for
the structure and properties of the input data. Distinctions are made,
for example, between centroid-or density-based algorithms and �at or
hierarchicalclustering.

4.2.1 Centroid-Based Clustering Algorithms

Centroid-based algorithms are partitioning algorithms that divide the
data into : groups, making allocations for each point, which means there
is no consideration of noise. In general, these algorithms determine :
initial seed points, distributed either randomly, evenly throughout the
data space, or according to a speci�c pattern. To create the �rst partition,
all data points are assigned to the seed they are closest to with respect
to a chosen distance metric. Subsequently, an iterative process follows,
where each time a new partition is created, the centroids of the : groups
are calculated, and data points are assigned to the centroid they are
now closest to. These steps are repeated until the partition does not
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change anymore [43]. Several algorithms exist that use this approach of
partitioning data, one of the most popular and widely used of which is
K-Means.

K-Means

The main goal of the K-Meansalgorithm [44] is to minimize the within-
cluster variation, i.e., the extent to which points in the same cluster di�er
from each other. A common way to de�ne this within-cluster variation
for a dataset of size =, where all points have ? features, divided into :
clusters f � 1– •••– �: g, is the Squared Euclidean Distance1

, ¹� : º =
1

j � : j

X

8–802� :

?X

9=1

¹G89� G809º2 (4.1)

with j � : j the number of points in � : [41].

The iterative steps for how the K-Means algorithm actually minimizes
, ¹�  º for all : are visualized in Figure 4.1. To start, all points in the data
set are assigned to a cluster randomly, giving them a label from 1 to : .
Next, the centroids of every cluster : are computed, and the labels of
the points are updated to the number of the centroid they are closest
to. These two steps � centroid calculation and subsequent updating of
the labels � are repeated until the resulting labels no longer change. The
centroids are calculated as the mean of the points belonging to the cluster.
Since this iterative process with random initial cluster assignments can
lead to the algorithm getting caught in local minima instead of �nding
the clustering with the global minimum , ¹� : º, K-Means needs to be
run multiple times with varying random initialization. The best solution
is then considered the one with the overall lowest , considering all :
[41].

Apart from the dependence on random initial conditions, another dis-
advantage of the K-Means algorithm is its sensitivity to cluster shapes,
since the approach of working with centroids favors convex, approxi-
mately spherical clusters. Perhaps the biggest limitation is the need to
prede�ne the number of clusters : , which might be di�cult depending
on knowledge of the data. Algorithms that don't rely on knowing the
number of clusters in advance are density-based ones.

4.2.2 Density-Based Clustering Algorithms

For datasets in which the clusters are perceived as high-density areas
of a global density ?¹Gº, partitioning algorithms are unlikely to yield
promising results. Instead, density-based algorithms are used, which
neither make assumptions about cluster shapes nor does the number of
clusters : need to be de�ned in advance. Another aspect distinguishing
density-based clustering from partition-based clustering is that the former
does not force each sample to be assigned to a cluster, which means it
allows for noise. Depending on whether the density threshold for clusters
is de�ned globally for the whole data space or if the algorithm allows
for a variable density threshold, the resulting clustering can be �at or
hierarchical[46].
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Figure 4.1: Working Principle of the K-Means algorithm. (a) Raw data. (b) Step 1: randomly assigning all points to one of three clusters. (c)
Iteration 1, Step 2a: computing the cluster centroids (shown as diamonds). (d) Iteration 1, Step 2b: reassigning all points to their nearest
centroid. (e) Iteration 2, Step 2a: updating the cluster centroids. (f) Final clustering result after ten iterations. Inspired by [41].

[47]: Ester et al. (1996), `A Density-Based
Algorithm for Discovering Clusters in
Large Spatial Databases with Noise'

The density-based algorithms relevant to this work, DBSCAN, OPTICS
and HDBSCAN, are presented in the following.

DBSCAN

Density Based Spatial Clustering of Applications with Noise(DBSCAN) [47]
not only performs well for low-dimensional data, but it can also be applied
e�ectively in higher-dimensional spaces. The algorithm is based on the
concept that for a given radius, each point belonging to a cluster needs to
contain at least a minimum number of points in its neighborhood within
that radius. This requires a measure of distance, for which any de�nition
that suits the data can be applied. DBSCAN's working principle is built
on the following de�nitions:

É The � -neighborhood of a point ? is the set of all points @whose
distance to ? is less than or equal to the radius � . In a cluster, a point
with at least minPts points within its � -neighborhood is called a
corepoint. Points belonging to the cluster but with less than minPts
points inside their � -neighborhood are called borderpoints.

É A point ? is directly density-reachable from another point @if ? is
inside the � -neighborhood of @and @is a core point. If both ? and
@are core points, this condition is symmetric, otherwise, if only
one of the points is a core point and the other is a border point, the
condition is asymmetric.
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É A point p is density-reachable from another point @if there is a
�nite sequence of points ?1– ?2– •••– ?= with ?1 = @and ?= = ? where
every point ?8Ï 1 is directly density-reachable from its predecessor
?8. Equivalently to direct density-reachable, this condition does not
need to be symmetric.

É A point ? is density-connected to another point @if there is a
third point = from which both ? and @are density-reachable. This
condition is always symmetric.

É A cluster is a non-empty subset of the data where (1) for every point
? of the cluster, all other points that are density-reachable from
? are also part of the cluster, and (2) every pair of cluster points
is density-connected to each other. Every cluster contains at least
minPts points because for the condition of density-connectivity
(which must also apply to a point with itself), a cluster must
contain at least one core point. This implies that all points in the
� -neighborhood of this core point also belong to the cluster.

É The set of points that don't belong to any cluster is noise.

These de�nitions show that DBSCAN depends on only two parameters,
the radius � and the minimum number of points to de�ne a core point,
or equivalently, the minimum number of points to form a cluster, minPts
[47].

Figure 4.2: Visualization of the DBSCAN
algorithm steps. (a) If at least minPts
points are in the � -neighborhood of a
point, it is called a core point. (b) A ran-
dom core point is chosen to start the �rst
cluster with. (c) All density-reachable
points are added to the cluster. If these
are core points, they can be used to ex-
tend the cluster, if not, they are called
border points. (d) When the �rst cluster
is complete, the procedure is repeated
until all core points belong to a cluster.
Leftover points are labeled as noise.

The step-by-step process of DBSCAN is visualized in Figure 4.2, starting
with picking a random point and checking if it is a core point. If this is
not the case, the random search is continued until the �rst core point is
identi�ed, which is then used to build the �rst cluster with. Following
an iterative approach, all points that are density-reachable from this �rst
core point are added to the cluster. This means that other core points can
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be used to extend the cluster, while border points are just added to the
cluster, but can not be used to further extend it. Once there are no more
density-reachable points left, the �rst cluster is complete. Subsequently,
the algorithm picks the next random core point that does not already
belong to the �rst cluster and goes through the same process again. This
is repeated until all core points are assigned to a cluster and all remaining
points that do not yet belong to any cluster are labeled as noise [47, 48].

A signi�cant limitation of DBSCAN is the globally de�ned radius � and
minPts. This may lead to two or more clusters of di�erent densities but
in close proximity to each other to be perceived as one big cluster instead
of separate ones. Consequently, the algorithm needs to be applied to
the data multiple times with varying parameters to �nd the ones best
suited for the data [47]. Since this means an additional expense and
doesn't guarantee good separation of clusters in the presence of di�erent
densities, DBSCAN has been improved in a variety of extended versions
of the algorithm. Two of these are OPTICS and HDBSCAN, which allow
for a variable de�nition of the radius.

OPTICS

To address the issue of de�ning parameters globally, Ordering Points To
Identify the Clustering Structure(OPTICS) [49] does not directly generate
a clustering, but creates an orderingof the points from which clusters
can be extracted. As mentioned above, OPTICS does not require a single
global density threshold, moreover, it is not sensitive to the cluster shape
and noise-resistant.

OPTICS is based on the idea of having several DBSCAN runs simul-
taneously, with varying parameters optimized for di�erent densities.
To always get the same result, while building the clusters, the points
need to be processed in a speci�c order to make sure that higher-density
clusters are completed �rst. Since it is not trivial to extract a clustering,
OPTICS only stores the order of processing the points, together with the
clustering information consisting of two distances:

É The core-distance of a point ? with respect to a given � and minPts
is the distance from ? to its minPts-nearest neighbor. It is unde�ned
if the number of points inside the � -neighborhood of ? is less than
minPts.

É The reachability-distance of a point ? with respect to another
point @is the maximum of the core-distance of @and the distance
between @and ?. In other words, the reachability-distance is the
smallest distance so that ? is directly density-reachable from o. If @
is not a core point, the reachability-distance is unde�ned.

OPTICS computes the core-distances and reachability-distances for each
point and stores them together with the ordering of the points. To
produce a graphical representation, which enables a more profound
understanding of the data and possible underlying clustering structures,
the ordering and reachability-distances can be used to create areachability-
plot. From this, a clustering structure can be obtained by visual inspection
or speci�c automatic techniques [49]. While it is important to choose large
enough values for � and minPtsto avoid hiding clusters of lower densities
and reduce the probability of single-link e�ects [50], the actual values
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only have minor e�ects on the shape of the reachability plot and don't
change the overall clustering structure. Since the reachability-distance
refers to the distance of a point from previously visited points, actual
clusters show up as dentsor valleysin the reachability-plot, which is
visualized in Figure 4.3. The upper panel of the �gure shows a uniform
distribution of points in two dimensions together with its corresponding
reachability plot. As expected, the latter does not show very distinct,
broad valleys that would indicate a clustering structure in the data. In the
lower panel of the �gure, the depicted dataset contains three clusters of
variable densities and shapes. In contrast to the �rst one, the reachability
plot clearly shows three separate valleys, which correctly suggest the
presence of three clusters.

Even though OPTICS allows for variable cluster densities and thus can
handle hierarchical density structures, as soon as the algorithm is used to
actually extract clusters from it - which is commonly done by applying a
global density cut - the resulting clustering is �at. To obtain a hierarchical
clustering, HDBSCAN is the better algorithm choice.

Figure 4.3: Two 2-dimensional datasets
with their corresponding OPTICS reach-
ability plots. Top panel: the data is uni-
formly distributed throughout the entire
space. The reachability plot does not in-
dicate the presence of clusters. Bottom
panel: the data contains three distinct
clusters with di�erent shapes and den-
sities and some noise. The reachability
plot shows three valleys, corresponding
to the three clusters, separated by signi�-
cant peaks.

HDBSCAN

Hierarchical DBSCAN*(HDBSCAN) [51] is an extension of DBSCAN and
OPTICS that is able to produce a complete density-based clustering
hierarchy of data containing di�erent density levels and automatically
yields only the most signi�cant clusters. In contrast to other algorithms,
it does not apply only to speci�c categories of problems, and it depends
on only one input parameter which is minPts.

HDBSCAN rede�nes certain terms and adds new de�nitons as follows
[51]:
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É A point ? is called a core point if its � -neighborhood encloses at
least minPts points. If a point is not a core point, it is called noise.

É Two core points ? and @are called � -reachable if ? is inside the
� -neighborhood of @and vice versa @is inside the � -neighborhood
of ?.

É If two core points ? and @are directly or transitively � -reachable,
they are called density-connected .

É A cluster consists of a non-empty maximal subset of the data for
which every pair of points is density-connected.

É The core distance of a point ? is the distance to its minPts-nearest
neighbor.

É A point ? is called an � -core point for every � equal to or larger
than the core distance of ?.

É The mutual reachability distance between two points ? and @
is the maximum of the core distance of ?, the core distance of @
and the direct distance between ? and @with respect to the given
distance metric.

É A mutual reachability graph is a complete graph where nodes are
represented by the data points and the weights of the edge between
two points is their mutual reachability distance.

HDBSCAN constructs the mutual reachability graph for a dataset and
then extends it by additional edges for every node that have the core
distance of the respective point as weights. From this, in principle, a �at
clustering can be obtained by choosing an � and removing all edges from
the graph with weights larger than � . After that, connected components
of � -core points form clusters, all remaining points are noise. Following
this idea, the complete HDBSCAN hierarchy is acquired by an iterative
removal of all edges in descending order of weights (decreasing � ).
Starting with one big cluster containing all data points, after each step,
cluster labels might be reassigned if connected components split up
due to the removal of edges. If a component loses all of its edges, it
becomes noise. This means with decreasing� , an existing cluster may
just shrink, split up into two or more subclusters or disappear completely.
The clusters that HDBSCAN outputs in the �nal clustering are selected
with a speci�c stability measure, intuitively these are the most prominent
in the hierarchy which "survive" the longest [51]. The HDBSCAN cluster
hierarchy can be visualized with dendrograms like the one shown in
Figure 4.4. As expected, initially big clusters split up into subclusters
with decreasing � making even nested clusters distinguishable.

Figure 4.4: Left: 2-dimensional dataset
with multiple, partially nested clusters.
Right: dendrogram corresponding to the
HDBSCAN hierarchy of the dataset.



4 MACHINE LEARNING METHODS AND CONCEPTS 21

[52]: Rand (1971), `Objective Criteria for
the Evaluation of Clustering Methods'

[53]: Hubert et al. (1985), `Comparing Par-
titions'
[54]: Chacón et al. (2020),Minimum ad-
justed Rand index for two clusterings of a
given size

4.2.3 External Cluster Validation Metrics

Since for unsupervised clustering, there is no truth classi�cation to
evaluate a clustering with, clusters can only be compared to each other
to assess their relevance. Clusters that appear in several clusterings
produced with the same data but di�erent methodological choices,
are highly likely to be 'real' clusters which are justi�ed by the data.
Meanwhile, clusters that only occur for speci�c con�gurations are not
stable and more probably arti�cial. To judge the validity of clusters,
the similarity or agreement between di�erent clusterings needs to be
evaluated, which is possible using certain scores like the Adjusted Rand
Index or the Adjusted Mutual Information.

Adjusted Rand Index (ARI)

The concept of the Rand Index(RI) was �rst introduced by Rand in 1971
[52]. It was initially developed to evaluate a clustering with respect to the
truth classi�cation, but the RI can also be used as a similarity measure
between two clusterings * = f D8– •••– DAgand + = f E1– •••– EBgof the same
dataset ( = f B1– •••– B=g. With =89the number of points that are in both
clusters D8 and E9, the method is based on sorting all possible pairs of
points from the dataset into four categories [53, 54]:

É Both points belong to the same cluster in * and they also belong
to the same cluster in + , described by

0 =
1
2

AX

8=1

BX

9=1

=89¹=89� 1º • (4.2)

É Both points belong to the same cluster in * but are in di�erent
clusters in + , described by
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É The two points are in di�erent clusters in * but belong to the same
cluster in + , described by
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É The two points are in di�erent clusters in * and are also in di�erent
clusters in + , described by
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If the RI is used for the comparison of a clustering with the truth ( *
being the truth and + the clustering), pairs described by 0 are referred to
asTrue Positives, by 1 asFalse Negatives, by 2 asFalse Positivesand by 3 as
True Negatives.
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Using these notations, the Rand Index is de�ned as

RI =
0 Ï 3

0 Ï 1 Ï 2 Ï 3
– (4.6)

i.e. the fraction of pairs for which both clusterings agree in the cluster
assignment of the points [55].

The RI can take values between 0 and 1, but the way it is constructed
does not account for chance, which means that two entirely random
clusterings yield a non-zero value by chance agreements and thus the RI
is higher than expected overall. To correct the RI for chance, Hubert and
Arabie established the Adjusted Rand Index(ARI) in 1985 [53, 55]:

ARI =
RI � Expected RI

Maximum RI � Expected RI

=

�=
2

�
¹0 Ï 3º �

�
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�

�=
2

� 2
�

�
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� •

(4.7)

The maximum possible ARI = 1 means the clusterings are in complete
agreement, for ARI > 0.8 the clusterings can be considered very similar.
ARI = 0 means there is only random agreement between the clusterings
and below 0, the agreement is even worse than that [55].

A potential limitation of ARI is its sensitivity to imbalances in cluster
sizes [56] and since pairs of points are compared with regard to cluster
assignment agreement, the metric might also su�er if the investigated
clusterings have di�erent numbers of clusters. A method that is not sus-
ceptible to these drawbacks, because it is based on contained information,
is AMI.

Adjusted Mutual Information (AMI)

In addition to pair counting basedmeasures like ARI, there are various
other approaches to comparing clusterings. One of them is to look at
the information that two clusterings share, which is investigated in
information theoretic basedmeasures. Using the same notations as for the
ARI with clusterings * and + , their entropies� ¹�º, joint entropy � ¹�–�º
and conditionalentropies � ¹�j�º are de�ned as

� ¹* º = �
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With these, the Mutual Information (MI), i.e. the information that both
clusterings share, can be determined as

MI ¹*– + º = � ¹* º � � ¹* j+ º = � ¹+ º � � ¹+ j* º (4.11)

[57]. In other words, MI is a measure of how much information +
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Figure 4.5: Plot of a dataset with two
variables G1 and G2. (a) shows the data
in the original space, Principal Compo-
nent (PC) axes are visualized in gray. (b)
shows the data in PC space, the axes cor-
respond to the �rst and second PC. (c)
shows the data projected onto the �rst
PC. (d) shows the data projected onto
the second PC. Points in (c) are better
distinguishable than in (d), i.e. the �rst
PC contains signi�cantly more variation
than the second.

contains about * and vice-versa. For interpretation purposes and be able
to compare the MI between di�erent clusterings, it needs to be normalized,
which leads to the Normalized Mutual Information(NMI). It ranges from
0 (independent clusters, no shared information) to 1 (identical clusters).
Since both MI and NMI are not corrected for chance, equivalently to
the adjustment from RI to ARI, the Adjusted Mutual Information(AMI) is
de�ned as

AMI ¹*– + º =
NMI � Expected NMI

Maximum NMI � Expected NMI
(4.12)

[57].

Because the mutual information content is not sensitive to di�erent
cluster sizes and sizes and numbers, studies have shown that AMI is the
preferred validation metric if the compared clusterings are unbalanced
and contain small clusters. However, for clusterings with big clusters of
equal sizes, ARI is the recommended choice [58].

4.3 Dimensionality Reduction

Methods for dimensionality reduction are techniques that are designed
to reduce the original number of dimensions in a data set. Reducing
the dimensionality of a dataset is often used in data science for both
visualization purposes and to reduce the computational cost in machine
learning applications, especially in unsupervised learning tasks. Two
widely used methods are Principal Component Analysisand Uniform
Manifold Approximation and Projection, which are described below.

4.3.1 Principal Component Analysis (PCA)

Principal Component Analysis(PCA) [59, 60] is a linear dimensionality
reduction technique which transforms the data to a new set of variables,
so-called Principal Components(PC). The goal is to describe the data with
a minimal amount of PCs while keeping as much variation as possible.
In general, a PC is the linear combination of variables in the dataset.
For a dataset where each observationx has ? variables, the " linear
combinations, i.e. the PCs, are described as

/ < =
?X

9=1


 <9 G9 (4.13)

with < = f 1– •••– "g. The PCs are independent from each other, which
means a dataset can have up to? PCs, of which, ideally, signi�cantly less
than ? explain most of the variance. They are ordered so that the �rst one,
/ 1, is the PC that captures the most variation, the following ones less
and less. To actually get the PCs, the covariance matrix of the variables is
calculated. The Eigenvectors of the covariance matrix are the PCs and
their Eigenvalues determine their importance, i.e. the Eigenvector with
the largest Eigenvalue is the �rst PC [42].

Figure 4.5 shows a simple example of a dataset where the observations
have only two strongly correlated variables, G1 and G2. Consequently,
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Figure 4.6: Dataset of points with posi-
tions in the 3-dimensional spcae deter-
mining their RGB color, forming a 'color
cube'.

there are also two PCs, which are constructed in such a way that the �rst
one contains the most variance possible. Since the two PCs need to be
independent from each other, there is only one valid way to construct
the second PC, which is orthogonal to the �rst one. As can be clearly
seen in the �gure, since most of the variation is contained in the �rst
PC, if projected onto the axis of the �rst PC, the observations are better
distinguishable than if they are projected onto the axis of the second
PC.

A requirement for PCA to work well is that the data actually exhibits linear
relationships between variables, otherwise the dimensionality can not be
reduced signi�cantly without loosing too much information. If this is the
case, the algorithm works very well even for high-dimensional data. How-
ever, if the data has a nonlinear manifold structure, neighbor-embedding
methods like UMAP often yield better dimensionality reduction.

4.3.2 Uniform Manifold Approximation and Projection
(UMAP)

To be able to utilize the Uniform Manifold Approximation and Projection
(UMAP) [61] algorithm, a locally connected manifold must exist on which
the data would be uniformly distributed. The main goal of the algorithm is
to preserve the topological structure of this manifold. Without providing
the detailed theory here, including mathematical justi�cations, UMAP
can be described in two steps. First, a weighted k-neighbor graph of the
data is constructed, followed by computing a low-dimensional layout
of the graph. To build a local graph for a point G8 in a dataset - =
f G1– •••– G# g, the set f G81– •••– G8:g is created for the : nearest neighbors
of the point with respect to a speci�ed distance metric. The vertices
of the graph are the points, with directed edges from G8 to each of
its : neighbors f G81– •••– G8:g respectively. The weight of these edges
intuitively indicate how strong the neighborly relationship between
the points is, i.e. how strongly G89is considered to be a neighbor of
G8. For the entire UMAP k-neighbors graph, the local graphs of all
points in - are combined into an undirected weighted graph. For the
subsequent graph layout, an objective function, which preserves desired
characteristics of the k-neighbor graph, needs to be de�ned. The aim is
then to �nd a low-dimensional representation or embeddingof the data
that optimizes the objective function. UMAP uses a so-called force directed
graph layoutwhich applies attractive forces along edges and repulsive
forces between vertices. To minimize the cross-entropy between weighted
graphs of the original data and its lower-dimensional representation,
UMAP iteratively modi�es the latter by optimizing the coordinates of
the points. This optimization converges to a local minimum in the cross-
entropy using stochastic gradient descent, which corresponds to, in a
sense, the reduction of attractive and repulsive forces in each iteration. A
more detailed description of all algorithmic choices, as well as explicit
formulations of the operations used can be found in [61].

There are four hyperparameters in the UMAP algorithm, the number of
considered neighbors =, the dimension 3 of the embedding, the intended
separation between closely spaced points in the embedding min-dist
and the number of iterations in the optimization process n-epochs. =
determines the scale at which the manifold structure is preserved in the
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embedding. For smaller =, detailed manifold structures are preserved
while large-scale structures may be lost in the embedding, whereas large
= capture the larger structures at the loss of �ner structures. min-dist
a�ects the permissible proximity of points to each other in the embedding,
which is especially useful for visualization purposes. Low values allow
dense regions, while larger values spread the points out more.

Figure 4.7 shows a visual example of how di�erent values of = and
min-dist change the embedding of the same data, random samples of a
3-dimensional cubic space, where the three dimensions represent colors
intensities. In Figure 4.6, this color cube is visualized with each point
colored in the corresponding RGB color.

4.3.3 Embedding Evaluation Metrics

To ensure an embedding reliably captures the relevant structure of the
original data and assess its quality and stability, it needs to be investigated
in this regard. In the following, relevant metrics for the evaluation of
embeddings produced with aforementioned dimensionality reduction
methods are introduced.

Trustworthiness

Trustworthiness" 1¹: º measures the extent to which points that are
neighbors in the low-dimensional embedding were also neighbors in the
initial high-dimensional space. The metric depends on the number of
considered neighbors : and is computed by

" 1¹: º = 1 �
2

# : ¹2# � 3: � 1º

#X

8=1

X

92* : ¹8º

¹A¹8– 9º � : º (4.14)

with # samples8and * : ¹8º the : nearest neighbors to 8in the embedding
but not in the original data space. A¹8– 9º represents the rank of 9when
ordered by distance from 8 in the original data space. The values of
trustworthiness have a range of [0, 1], higher values indicating a better
preservation of local structures. It decreases if the embedding produces
nearest neighbors that were not present in the original data. The metric
does not only measure the average of samples entering a neighborhood,
but also takes into account how far apart the new samples in the neigh-
borhood in the low-dimensional embedding are from the neighborhood
in the original high-dimensional space [62, 63].

Continuity

A metric closely related to trustworthiness is the Continuity " 2¹: º. It
indicates, how many of the points in an original neighborhood are also
in the corresponding neighborhood in the embedding. For those points
that were removed from the embedding, Continuity factors their distance
from the neighborhood in the embedding space. The metric is calculated
by

" 2¹: º = 1 �
2

# : ¹2# � 3: � 1º

#X

8=1

X

92+ : ¹8º

¹  A¹8– 9º � : º (4.15)
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with + : ¹8º the : nearest neighbors to 8 in the original data space but
not in the embedding and  A¹8– 9º the rank of 9 with regard to the :
nearest neighbors ordered by distance in the embedding space. Values of
Continuity range from 0 to 1, higher values indicating better preservation
of the original neighborhoods [62, 63].

Jaccard Similarity

To investigate the similarity between two sets of points, i.e. how many
points are part of both sets, a common metric to use is the Jaccard Index
� [64]. In general, for two sets � and � , the Jaccard index is calculated
with

� ¹�– � º =
j� \ � j
j � [ � j

– (4.16)

i.e. the subset of points contained in both � and � divided by the subset of
points contained in either � or � or in both [65]. In relation to comparing
two embeddings of the same dataset of size # , the Jaccard index �8¹: º
with respect to two sets of : nearest neighbors of the same point 8
(excluding 8itself), � 8¹: º and � 8¹: º, can be utilized. By computing

�8¹: º =
j� 8¹: º \ � 8¹: ºj
j � 8¹: º [ � 8¹: ºj

(4.17)

for all points in the dataset for a speci�c : , we de�ne the Jaccard Similarity
of the two embeddings with respect to : as

� ¹: º =
1
#

#X

8=1

�8¹: º – (4.18)

not taking into account any form of ranking the neighbors. Values for
the Jaccard similarity range from 0 to 1, 0 denoting completely disjoint
neighborhoods and 1 the exact same neighborhood.

The Jaccard index can also be used to compare clusters and following the
same approach as for embeddings, the Jaccard similarity can be used to
evaluate clustering agreement.

4.4 Methods for Characterizing the Geometric
Structure of a Data Space

The behavior and suitability of clustering algorithms for di�erent datasets
is in�uenced by its geometric and statistical properties. Hence, it is useful
to acquire some knowledge on the dataset using diagnostic measures,
two of which are introduced hereafter.
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Figure 4.7: 2-dimensional UMAP embeddings of the 3-dimensional color cube shown in Figure 4.6 using di�erent combinations of the
hyperparameters = and min-dist. Colors indicate the position in the original 3-dimensional RGB space. Inspired by [61].
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4.4.1 Hopkins Statistic

To test a dataset for spatial randomness, theHopkins Statistic[66] can be
used. The idea behind the statistic is, that in a data space where points
form groups of higher density with areas of lower density in between
them, the distance between real data points to their nearest neighbor
would be generally less than for arti�cial points placed randomly inside
the data space. For a3-dimensional dataset - of length =, which lives
in the space* , the Hopkins statistic requires the following: < random
samples from - , for which F 8 denotes the distance between a sample
point itself and its nearest neighbor in - ; < new points distributed
uniformly in * , for which D8denotes the distance between the respective
new point and its nearest neighbor in - . Then the Hopkins statistic is
de�ned by

� =

P <
8=1 D3

8
P <

8=1¹D3
8 Ï F 3

8º
• (4.19)

Due to sampling variability of the < points in - , � is commonly calcu-
lated multiple times to get an average. Values of the statistic lie between
0 and 1, but because there is no correction for coincidence, 0.5 indicates
spatial randomness of - . Higher values close to 1 suggest the existence of
clusters, although the Hopkins statistic is not enough to make a reliable
statement about that, it only proves non-uniformity [67]. An example for
a dataset that would yield a high Hopkins statistic but only consist of one
contiguous 'cluster' is a set of points distributed along the circumference
of a circle in two dimensions.

4.4.2 TwoNN

The Two Nearest Neighobors(TwoNN) [68] estimator is grounded in the
statistical properties of the ratio of the distances between a point and
its two nearest neighbors. Considering a dataset with of size =, for a
point i with its two �rst nearest neighbors 91 and 92 and their respective
distances to 8, A81 and A82, the intrinsic dimension 3 is estimated from the
cumulative distribution function � ¹� 8º = ¹1 � � � 3

8 º as

3 = �
log

�
1 � � ¹� 8º

�

log
�
� 8

� (4.20)

with the distance ratio � 8 = A82
A81

2 »1–Ï1º . According to this equality,

the set ( = f¹ log
�
� 8

�
–� log

�
1 � � ¹� 8º

�
ºg=

8=1 is contained in a straight line
through the origin with a slope equal to 3. Thus, the intrinsic dimension
can be determined by generating ( and �tting an origin line to the points.
� ¹� 8º is determined empirically by sorting the � 8 in ascending order,
expressed through a permutation � , and de�ning � emp¹� � ¹8ºº = 8

= . To
make the line �t more stable, commonly, 10 % of the points, those with
the highest � , are discarded from the �tting [68, 69].

A great example for a 3-dimensional dataset that has a lower intrinsic di-
mension is the Swiss Roll, points uniformly distributed on a 2-dimensional
area which is 'rolled up' in a spiral shape. Figure 4.8 visualizes such a
Swiss Roll, together with a plot of ( and its corresponding �t line, which
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has a slope of 2, meaning the intrinsic dimension of the 3-dimensional
dataset is 3 = 2, as expected.
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When IceCube detects an event, the signature it leaves in the detector can
be assigned to one of the main topologies described in Section 3.3. From
this, the adequate reconstruction algorithm optimized for the speci�c
topology is used to reconstruct the physical properties of the incident
neutrino. The topology also determines which neutrino �avor the event is
associated with, based on how humans expect the signature of di�erently
�avored neutrinos to look like in the detector.

In this chapter, unsupervised clustering methods are applied on low-level
IceCube event data to investigate, if a machine learning algorithm without
any knowledge on neutrino physics, in particular on event topologies and
neutrino �avors, is able to produce a meaningful clustering of the data.
Furthermore, it will be examined, if clusters found by machine learning
methods are reasonable with regard to our physical understanding and if
they correlate with the classes as we de�ne them or whether new groups
of events might be identi�ed that would extend our current knowledge.

This chapter starts with a detailed description of the IceCube data used
for the clustering procedure in general and how events are selected for
di�erent datasets based on their intended purpose. Individual datasets
are mapped to a latent representation of �xed-form vectors, which is the
required input format for clustering algorithms. The latent representa-
tions are generated as graph-level embeddings of a graph convolutional
neural network trained on the reconstruction of a given target feature.
For the clustering, the dimensionality of the data in its latent representa-
tion form is �rst reduced to improve the performance of the following
clustering algorithm. Identi�ed clusterings are then investigated with
regard to their robustness and stability over stochastic variations and
changes in the underlying geometry. Final clusters are examined in terms
of physical meaning and their characteristics compared to ground truth
information.

5.1 Data

The data used for the following clustering analyses is IC86 Monte-
Carlo simulation data, which consists of simulated IceCube events for
the detector con�guration with 86 strings. Speci�cally, the pulse-level
representation of the data is used, which describes each event as a list
of pulses with information about their respective time, charge, position
and pulse width (more information on pulses and events is given in
Section 3.4). Except for some noise-cleaning, the pulse-level data has not
been passed through any �lters or cuts, nor has other (analysis-speci�c)
processing been applied. The used simulation data has been created with
a neutrino-generator called NuGen, together with an IceCube-speci�c
method called SnowStorm[70], which is used for the propagation of
systematic uncertainties. For the correct simulation of events, it is crucial
to understand how the properties of the Antarctic ice in�uence the
propagation of the Cherenkov light emitted by secondary particles
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(Section 3.2). In the ice, the propagating photons are subject to absorption
and scattering processes, for which the absorption length and the e�ective
scattering length need to be modeled for di�erent regions in the ice. For
this purpose, IceCubes latest ice model, SPICE FTPv3 [71, 72] is used.
It incorporates, among other things, methods to handle di�erent layers
and anisotropies in the ice and dust contamination including various
systematics and uncertainties. Although it is a very challenging task to
obtain a correct and complete ice model, multiple predecessors of SPICE
FTPv3 have been gradually improving over the years, also by including
increasingly more data from various measurements for calibration and
other purposes [73�75]. To be able to compare analysis results with the
true event properties, additionally to the pulse-level data, the simulation
truth is used.

For the procedures and analyses in the following sections, three datasets
are needed, which require to be independent from each other, meaning
an event must not be part of more than one database. This is ensured
by selecting events based on their unique event ID in the simulation.
An overview of the used datasets is given in Table 5.1, which indicates
the name, use and size for each dataset respectively. All three datasets
exhibit balanced distributions for certain event features. Speci�cally, the
number of events per energy bin are comparable, which is also true for
zenith bins, the interaction type (NC and CC) and the main detector
topologies (tracks and cascades). For the selection of events, energy was
binned logarithmically into three equal-sized bins between 102 and 108

GeV, while zenith was binned uniformly in cos¹� º using 10 bins. The
speci�c distributions for dataset A are displayed in Figure 5.1, with those
of dataset B1 and B2 being very similar (see Figure B.1 and Figure B.2).

Table 5.1: Overview of the datasets used
in the unsupervised clustering pipeline.
The size is speci�ed in number of events.

Dataset Use Size

A supervised
representation

learning

5 M

B1 UMAP
hyperparameter

selection

50 k

B2 unsupervised
clustering

50 k

In the selection process of events to use per dataset, events with coincident
muons have been excluded to reduce the complexity. Coincident muons
occur when atmospheric muons cross the detector in temporal proximity
to the actual event within the trigger window (see Section 3.4). The
traces that coincident muons leave in the detector have a negative impact
especially on methods trying to reconstruct speci�c event features like
the energy or direction of incidence and therefore also a�ect following
analyses. Thus, events with coincident muons are not considered in order
to have cleaner datasets.
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5.2 Reconstruction Models for Task-Informed
Latent Representations

Clustering algorithms take data in the form of �xed-form vectors as input.
Since the pulse-level simulation data expresses events as geometric time
series, consisting of varying amounts of pulses per event, the data needs
to be translated to a latent representation before it can be used in any
clustering algorithm. These latent representations are produced by �rst
training the data with a neural network on feature reconstruction and
then extracting the graph-level embedding of the data one step before
the output layer of the neural network.

For the training of the feature reconstruction model, GrahpNeT [76] is
used, an open-source Python framework developed for deep learning
applications in neutrino telescopes and similar experiments. It provides
methods for data conversion, model set up, training and predicting.
GraphNeT has speci�cally been designed to transfer methods initially
developed only for certain detector designs or tasks also to other experi-
ments and on di�erent objectives.

In this thesis, the StandardModel from GraphNeT is used to design a
simple model for feature reconstruction. It consists of four components:
the Detector, which holds experiment-speci�c details like its geometry; the
Data Representation, transforming raw data into a suitable representation
for deep learning; the Architecture, which represents the majority of
learnable parameters in the model and maps the input data to a latent
representation; the Task, handling the target problem and producing
predictions [77].

In total, two models have been trained, with the task of reconstructing
the energy visible in the detector and reconstructing the direction of the
incident neutrino, respectively. Except for some di�erences in implemen-
tation details, like task-speci�c loss functions, the choices for the main
components of the StandardModel are the same for both energy and
direction reconstruction:

É Detector: the IC86 con�guration of IceCube with 86 strings.
É Data Representation: a kNN-graph representation of the DOMs

serving as the nodes with pulses summarized in percentiles.
É Architecture: a Graph Convolutional Neural Network (GCNN)

called DynEdge[78]. As the name suggests, DynEdge learns the
optimal graph structure from the input graph dynamically by
iteratively processing the respective previous graph representation
using edge convolution and subsequent neighborhood updates.

Chapter A provides more details on speci�c input for key model compo-
nents.

For the training of the reconstruction models, dataset A is used, divided
into a training, validation and test selection which hold representative
shares of 80%, 10% and 10% of the entire dataset, respectively. In order
to allow for a fair comparison of clusterings in Section 5.5, both models
are trained on exactly the same data, the events of the training selection
in their pulse-level form. The concrete input features are the position,
time and charge information per pulse, as well as information about
hard local coincidences (see Section 3.4). To have as little bias as possible
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towards any speci�c feature values, the training selection should contain
events with balanced feature distributions for all features relevant to
the training target. For energy reconstruction, the most relevant features
are the energy visible in the detector and the interaction type, whereas
for direction reconstruction, the most relevant features are the incident
direction, i.e. the zenith angle (due to radial symmetry, azimuth angles
are not included), and whether the signature in the detector is a track or
a cascade. Because the available simulation data does not provide equal
amounts of events for all areas in the feature space and is lacking events
especially for higher energies, it is not possible not have a completely
evenly distributed training selection. The actual distributions of the
mentioned relevant features of the training events are displayed in
Figure 5.1. For the interaction type, only events arising from NC and
CC interactions are considered, rare Glashow resonances and elastic
scattering o� of electrons have been excluded since there are only very
few simulated events. For choosing equal amounts of tracks and cascades,
as a simpli�ed assumption, all events arising from � � -CC interactions are
considered to be tracks, and all remaining events are considered to be
cascades, even though in reality also some� � -CC interactions produce
tracks. Figure 5.1 shows that, while for none of the considered features,
the training selection shows a perfectly even distribution, all areas in
the feature space are su�ciently represented, which makes the sample
suitably balanced. Especially for real physical problems and simulations
of these, it is necessary to compromise when balancing, because certain
observations in the real world often dominate more rare ones.

For the training process, it is important to make reasonable choices for the
model settings that in�uence the performance of the training and in the
end decide over the quality of the model. There is a number of parameters
that in�uence the GCNN, like the choice of the used scheduler or the
number of hidden layers in the neural network, but since the aim of
this thesis is not to develop a perfect model for the reconstruction of a
speci�c feature, only the size of the kNN-graph, de�ned by the number
of nearest neighbors : , is varied throughout multiple training runs. The
�nal models were trained with : = 8 for the energy reconstruction model
and : = 32 for the direction reconstruction model (these : were used in
both the graph representation and the GCNN architecture).

To get a latent representation from either of the two models, they are
used to make predictions on the pulse-level event data, except that a
graph-level embedding is extracted from the layer directly before the
output regression. This embedding contains the maximum compressed
information that the model has extracted from the data. Although the
models have trained on physically meaningful simulation data, the
values of the graph-level embedding, which is the latent representation,
do not have a direct physical interpretation anymore. Before any of
the latent representations used in the following analyses is processed
further, it is scaled and normalized to ensure comparability between
features. Additionally, features with a low variance of less than 0.05 are
dropped as they carry little to no information and would therefore only
minimally in�uence the clustering. After these preprocessing steps, latent
representations generated with the direction reconstruction model still
have 100 features, while those generated with the energy reconstruction
model are left with 75 features. For better readability, hereafter, latent
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Figure 5.1: Distributions of the energy visible in the detector, direction (zenith angle), interaction type and detector topology of events
selected for the training of the GCNN (dataset A).

representations based on the energy reconstruction model are referred
to as 'ER-latent' and equivalently latent representations based on the
direction reconstruction model are referred to as 'DR-latent'.

The best performing models for energy and direction reconstruction and
their suitability as a foundation for the extraction of latent representations
are discussed in the following.

5.2.1 Energy Reconstruction

The energy reconstruction model has been trained on the energy visible
in the detector caused by all daughter particles resulting from the initial
neutrino, hereafter simply referred to as energy. Figure 5.2 shows the true
energy against the energy predicted by the model for the test selection
of dataset A, which has not been part of the training process but for
which the events exhibit the same feature distributions as the training
selection. Ideally, all events would lie on a diagonal if energies were
always predicted correctly. While there is some scattering around the
diagonal, the plot shows a strong correlation between true and predicted
energy, meaning that the model was able to extract relevant information
from the data and successfully apply its knowledge on the new, unseen
data. The vague vertical line at around 104 GeV is an artifact of the
energy distribution of the training selection. The median of the relative
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logarithmic error

� log10 � = log10 � pred � log10 � true = log10

� pred

� true
(5.1)

on the predicted energy � pred , displayed in the lower panel of the �gure,
is relatively small for events of medium energies, whereas for smaller
energies, the model overestimates the energy and for higher energies it
underestimates it. The larger errors in these areas can be explained by
less light, i.e. fewer pulses, for events with low energies, and less statistics
for events with higher energies (as the energy distribution plot in Figure
5.1 shows, the training data contains less high-energy events). The bias

1 = h� log10 � i (5.2)

of the energy reconstruction model, i.e. the average deviation between
predicted and true energy, is 1 � � 0•0187 which corresponds to a
systematic underestimation of ¹1 � 101º � 0•0422  = 4•22%. The associated
energy resolution, de�ned as the half-width of the central 68%interval
of � log10 � , is � 68 = 0•215, which means the typical dispersion is 10� 68 �
1•656. For comparison, the energy resolution in IceCube for the energy
reconstruction using a convolutional neural network is around 0.1 [79].
As shown in Figure 5.2, the median of the relative logarithmic error per
energy bin lies within the resolution limits for almost the entire range,
which indicates a decent model performance.

Figure 5.2: Upper panel: predicted en-
ergy of the reconstruction model against
the true energy. The diagonal dashed red
line indicates perfect agreement between
truth and prediction. Lower panel: me-
dian of the relative logarithmic error per
energy bin. The dashed lines correspond
to the energy resolution, i.e. the 68% in-
terval of the relative logarithmic error.

In summary, the model exhibits a small energy-dependent bias, it slightly
distorts the energy spectrum at lower and higher energies, while for
medium energies, its predictions are more accurate. For the purpose of
this model, to serve as a foundation for creating latent representations
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for a subsequent clustering, its performance is considered perfectly
adequate.

5.2.2 Direction Reconstruction

The direction reconstruction model has been trained on the incident
direction of the initial neutrino. To evaluate the model performance, the
angular error

�	 = arccos
�
®=true � ®=pred

�

with ®= = ¹sin � cos) –sin � sin ) –cos� º
(5.3)

is computed for each event with zenith angle � and azimuth angle ) . The
empirical cumulative distribution function (ECDF) of the angular error
for the entire test dataset and also separately for tracks and cascades
respectively is displayed in Figure 5.3. It shows, that the angular resolution
� de�ned as the median of the angular error � is 16•35� . The 68%quantile
is at 38•64� and there is a long tail up to almost 180� which indicates that
for quite a few events the reconstructed direction is pretty much random.
Overall, the (especially for smaller angular errors) sharply increasing
ECDF shows that the model did learn to reconstruct the direction of
events to some extent, although its performance is not very strong and
would not be su�cient for physical studies in which robust direction
reconstruction is required. One of the reasons why the model is not very
good is the choice of the training selection, which contains a signi�cant
amount of cascade-like events, for which direction reconstruction is
more di�cult in general. The right panel of Figure 5.3 con�rms that, for
the track-like events in the dataset, the angular errors are much lower
compared to cascades, with a median of only 4•22� and a 68%quantile of
9•64� . For reference, the usual angular resolution for events above 10 TeV
is 5 1� for tracks and 5 10� for cascades [7]. Thus, although also for the
values achieved here, there is still room for improvement, they indicate
that the model is signi�cantly better at reconstructing tracks compared to
cascades. To conclude, the quality of the direction reconstruction strongly
depends on the topology of the respective event, which is expected.

Figure 5.4 shows the dependence of the angular error on the true zenith
and on the energy visible in the detector. The angular error against the
zenith is relatively �at across the whole angular range. The 68%inter-
quantile is very broad overall, getting slightly slimmer for down-going
events. Plotted against the energy, the direction reconstruction shows
a strong improvement towards higher energies, for which the angular
error becomes signi�cantly smaller. The general structure of the angular
error, for example the dent at � � 104 GeV, correlates with the energy
distribution of the dataset it has been trained on (see Figure 5.1). As
for the zenith, the 68%inter-quantile is also very broad and gets more
narrow for higher energies. The stronger performance at high energies
are achieved due to more light and subsequently more hits with better
time resolution.

In conclusion, the direction model is trained to be physically meaningful,
although it has signi�cant de�cits, especially for low-energy and cascade-
like events. Solely for the purpose of generating latent representations
on a physical foundation, the model is accepted.



38

Figure 5.3: ECDF of the angular error of the direction reconstruction model. The left plot shows the ECDF for the entire dataset (test
selection of dataset A), the right plot shows the ECDF separately for tracks and cascades.

Figure 5.4: Left plot: angular error of the direction reconstruction model against the true zenith. Right plot: angular error of the direction
reconstruction model against the energy visible in the detector.
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Figure 5.5: Empirical distribution of the
Hopkins statistic over 20 runs with dif-
ferent random initialization on the PCA-
reduced ER-latent of B1. The mean of�
lies close to its median, indicated by the
middle blue line.

5.3 Clustering Algorithm Selection

Previous research has shown that there is no simple universal method
that can be used to determine with certainty whether a particular set of
data can be clustered in a meaningful way or not [80]. Similarly, there is
no obvious way to �nd the most suitable clustering algorithm for the data,
but there are some methods that can be used to investigate the properties
of the data and its suitability for speci�c algorithmic assumptions and
prerequisites to draw conclusions about their applicability. An overview
of the assumptions and prerequisites on the data for selected clustering
algorithms that have been considered in this work is given in Table
5.2. For the investigations on the structure and characteristics of the
data in this section, the ER-latent of dataset B1 is used. This dataset is
independent of the data on which the energy model for generating the
latent representation was trained on to avoid any information leakage.

Algorithm Requirements & Assumptions

K-Means convex/spherical and isotropic
clusters, similar cluster sizes

HDBSCAN density-separable clusters

Gaussian Mixture Models
(GMM)

elliptical clusters, data is a
mixture of Gaussian

distributions

Spectral Clustering clear globally separable
components/bottlenecks in the

kNN-graph

Table 5.2: Di�erent clustering algorithms
and their speci�c requirements for the
input data.

An obvious prerequisite for the existence of clusters is that the data must
not be evenly distributed throughout the data space. As a �rst exploratory
test, the Hopkins statistic, introduced in Section 4.4.1, can be used to
identify whether or not the data shows a non-uniform distribution.

To be able to apply it to the data, the dimension of the latter is �rst
reduced to 3 = 10using PCA (Section 4.3.1), because the reliability of the
Hopkins statistic becomes signi�cantly worse in higher dimensions [67].
To map the data onto a 10-dimensional space, PCA is used here to get
a linear transformation preserving the variance in the data. Taking the
mean of 20 runs, using a di�erent random seed every time, the mean
value of the Hopkins statistic is � = 0•95766� 0•00003, which con�dently
indicates non-uniformity. Figure 5.5 shows that the mean and the median
of � over the 20 runs lie very close together and the distribution around
them is quite symmetric, which means there are no individual runs
dominating the statistic.

Since the Hopkins statistic alone is not enough to make a detailed
statement about the underlying structure of the data, it is analyzed in
greater depth with regard to the existence of an intrinsic dimension. To
estimate this, the TwoNN algorithm, described in Section 4.4.2, is applied
to a representative 10k subset of the data. The result displayed in Figure
5.6 shows a linear relationship between the derived quantities of TwoNN
and the line �t, which has a slope of < = 8•85. This corresponds to the
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intrinsic dimension (ID) of the data and means that it does not completely
�ll the space of the higher extrinsic dimension (ED), but instead is located
close to a 8-9-dimensional, curved surface.

Figure 5.6: TwoNN intrinsic dimensions
on a representative 10k subset of the ER-
latent of dataset B1.

With regard to the considered clustering algorithms, the ID � 9 � ED
= 75argues against K-Means' assumption of convex, spherical clusters,
because it suggests that the data varies stronger along the manifold than
orthogonal to it, which would lead to more elongated, narrow cluster
shapes. GMMs also don't seem to be suited well for a dataset exhibiting
an intrinsic lower-dimensional manifold, since they model the data as
a mixture of Gaussian distributions over all dimensions [81]. What the
TwoNN estimator indicates, is that the data e�ectively lies on a lower-
dimensional manifold in the higher-dimensional space, which causes
numerical instabilities in the calculations of the Gaussians and makes
the interpretation of resulting clusters di�cult [82]. Having excluded
two of the considered clustering algorithms due to their unsuitability, for
both HDBSCAN and spectral clustering, the lower intrinsic dimension is
not a problem in general.

The last step in investigating the characteristics of the data structure is to
process the data with the OPTICS algorithm to calculate the reachability
distances, the concept of which is introduced in Section 4.2.2. The
resulting reachability plot for a 10k representative subset of the ER-latent
of dataset B1 is visualized in Figure 5.7 for three di�erent minPts. The plot
con�rms that the data lies on a continuous manifold, showing some local
density �uctuations but no global cluster borders which would be visible
as distinctive peaks. The continuous plateau indicates no clear bottlenecks
in the corresponding kNN-graph, but rather many connections between
di�erent areas in the data space, which is problematic for the assumptions
of spectral clustering. HDBSCAN on the other hand could identify clusters
by local density �uctuations, although in general, the reachability plot
does not point to the existence of signi�cant global clusters.

In summary, although it cannot be ruled out that the other algorithms
yield a meaningful clustering, out of the four inspected clustering algo-
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rithms, HDBSCAN is considered to be the best suitable for the ER-latent
of the pulse-level IceCube data and will therefore be used in the following
studies.

Figure 5.7: OPTICS reachability plot of a representative 10k subset of the ER-latent of B1 for three di�erent minPts of 5, 20 and 50.

5.4 Clustering with HDBSCAN

The inspections in the previous section revealed that HDBSCAN, which
has been introduced in Section 4.2.2, is the clustering algorithm best
suited for the data. This section introduces the clustering process, using
two di�erent data sets depending on the respective step to avoid data
leakage. Before the clustering, the dimensionality of the data needs to
be reduced because HDBSCAN loses signi�cance in high-dimensional
spaces where points move closer together. For this purpose, the ER-latent
of B1 is used to do a grid scan over the hyperparameters of UMAP
(introduced in Section 4.3.2) to �nd a region in which the embedding is
stable. UMAP is chosen as the dimensionality reduction method over
PCA because it preserves local neighborhoods rather than maximizing
the global variance, which is necessary for a density-based algorithm
like HDBSCAN. Subsequently, using the ER-latent of dataset B2, another
grid scan is performed over the hyperparameter of HDBSCAN to again
�nd a region where the clustering is stable across di�erent setups. The
resulting robust clusters are then analyzed with regard to their physical
properties. The Python implementation of HDBSCAN, that was used in
this thesis, was developed by McInnes et al. [83, 84].

5.4.1 UMAP Embedding Stability

A systematic search over the hyperparameters of UMAP is performed
to investigate the embedding quality for di�erent parameter combina-
tions. To examine the robustness of the resulting embeddings and their
susceptibility to stochastic variations in the UMAP algorithm, for each
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parameter combination, the embedding is created for �ve di�erent seeds,
for which the embedding similarity is then evaluated with the Jaccard
stability, introduced in Section 4.3.3 and hereafter simply re�ered to
as 'stability'. For good parameter combinations, the embedding should
only change slightly with di�erent seeds, indicating high stability and
robustness. Additionally to the stability, trustworthiness and continuity
(see details in Section 4.3.3) are used to examine the overall embedding
quality.

The investigated ranges for each hyperparameter are listed in Table 5.3.
In the UMAP implementation for Python [61, 85], which is used in this
thesis, the number of epochs for the optimization of the embedding is
chosen based on the size of the input dataset. While the generated UMAP
embeddings typically live in a Euclidean space, the distance metric for
the original data space can be de�ned according to the structure of
the data. Since the ER-latent used as input for UMAP emerge from a
GCNN, the cosine metric is used for the high-dimensional data space.
This choice is considered to best handle the widely varying norms of the
ER-latent features, which are scaled by the model during the training
process. If the euclidean metric was used, the feature norms would
signi�cantly in�uence the distances and alter the clustering, cosine in
contrary removes the norm information by mapping the data to the unity
sphere.

Table 5.3: Ranges for the Hyperparam-
eters of UMAP that were scanned in a
grid search to �nd embeddings of great
quality and with high stability.

UMAP
Hyperparameter

Description Range

= nearest neighbor up
to which the

neighborhood
should be preserved

[10, 20, 50, 100, 200]

min-dist point repulsion in
the embedding

[0.0, 0.1, 0.3, 0.5, 0.8]

3 embedding
dimension

[3, 9, 15, 30]

With these speci�cations, for all 100 parameter combinations, UMAP
embeddings were created with the ER-latent of dataset B1, and their
respective trustworthiness, continuity and Jaccard stability averaged over
seeds evaluated. Each of these three metrics was computed for three
di�erent values of the nearest neighbors : to be able to draw conclusions
about the embedding quality on local (k=10), mesoscopic (k=50) and
global scales (k=300).

Figure 5.8 shows that the values for the trustworthiness were generally
very high for all embeddings and also on all three evaluated scales,
although more local neighborhoods seem to have a slightly higher trust-
worthiness throughout. For computational reasons, in the calculation
of the continuity, only a representative 5k subsample has been used. As
visualized in Figure 5.9, similar to the trustworthiness, the continuity also
exhibits excellent values throughout, performing slightly better for lower
: . The combined overall high values of trustworthiness and continuity in-
dicate that all UMAP setups produce embeddings where neighborhoods
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in the input data are conserved well in the lower-dimensional space. This
preservation of the structure is achieved on both local and global scales,
even for embeddings that were primarily optimized for the preservation
of more local neighborhoods with lower =.

Figure 5.8: Distribution of the trustwor-
thiness averaged over �ve di�erent seeds
per UMAP embedding for the 100 dif-
ferent UMAP setups possible through
unique combinations of the hyperparam-
eters listed in Table 5.3 on the ER-latent
of dataset B1. Results for the trustwor-
thiness on three di�erent scales are pre-
sented, local (k=10), mesoscopic (k=50)
and global (k=300).

Figure 5.9: Distribution of the continu-
ity averaged over �ve di�erent seeds per
UMAP embedding for the 100 di�erent
UMAP setups possible through unique
combinations of the hyperparameters
listed in Table 5.3 on the ER-latent of
dataset B1. Results for the continuity on
three di�erent scales are presented, lo-
cal (k=10), mesoscopic (k=50) and global
(k=300).

The achieved values for the Jaccard stability of the embeddings over seeds
are displayed in Figure 5.10. The stability is generally better for higher
: , which means global structures are more stable for all UMAP setups
than local ones. While high stabilities for larger : indicate a good global
preservation of neighborhood structures, they do not necessarily mean a
preservation of the geometry. For example, embeddings that are globally
distorted or mirrored can still exhibit a high stability. This is, however,
not a problem for clustering as long as the neighborhood preservation
is su�ciently high. The worse stability for neighborhoods with low :
show that the geometry of the embeddings is signi�cantly in�uenced by
random initialization and stochasticity of the UMAP algorithm on local
scales. Since density-based algorithms like HDBSCAN work on larger
scales compared to other clustering algorithms, high stability on global
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scales is more important for the intended use of the UMAP embeddings,
while local �uctuations are washed out.

Figure 5.10: Distribution of the Jaccard
stability between UMAP embeddings
with identical setup but initialized with
�ve di�erent seeds for the 100 di�erent
UMAP setups possible through unique
combinations of the hyperparameters
listed in Table 5.3 on the ER-latent of
dataset B1. Results for the stability on
three di�erent scales are presented, lo-
cal (k=10), mesoscopic (k=50) and global
(k=300).

In summary, trustworthiness and continuity show similar values on
global scales compared to local ones and the stability is signi�cantly
better globally. This is surprising on the one side because the majority of
the embeddings was set up with a lower number of nearest neighbors =
than the : = 300used for evaluation on global scales, meaning that UMAP
did not actively try to preserve these global structures. Thus, the quality
and stability of the embeddings would be expected to become worse.
On the other side, this behavior is explainable since more neighbors
increases the probability that respective neighborhoods in the higher- and
lower-dimensional space overlap. In any case, having high global quality
and stability metrics is very much desired and indicates robustness.

For the subsequent clustering with HDBSCAN, the UMAP setups used
for investigating the in�uence of UMAP stochasticity and embedding
structure on cluster stability are selected based on their stability. Specif-
ically, all of the 100 UMAP setups are selected, that exhibit a stability
larger than the median of all setups on all three scales respectively. That
leaves 37 remaining setups, excluding all of those with a = = 200or 3 = 3,
most of those with min-dist = 0•0 and min-dist = 0•8 and a few other ones.
For better readability, speci�c UMAP setups are denoted by UMAP( =, 3,
min-dist ) in the following.

5.4.2 Cluster Stability over Di�erent UMAP Embeddings

In general, clusters can be created arti�cially in di�erent processing steps,
for example if the UMAP algorithm creates an entirely new geometry
that is more prominent than structural di�erences in the input data. Then
a clustering algorithm might unintentionally separate clusters based
on the UMAP geometry instead of real underlying physics. To reduce
the possibility of detecting arti�cial clusters and instead reinforce the
hypothesis that clusters actually represent the real structure of the data,
only clusters that are present across multiple embeddings are considered
to be generated by the data itself. To investigate this, cluster stability is



5 CLUSTERING OF ICECUBE DATA WITH UNSUPERVISED LEARNING 45

compared �rst over UMAP embeddings created with the same set of
hyperparameters but for �ve di�erent seeds, and then also over UMAP
embeddings created with di�erent sets of hyperparameters. To evaluate
the similarity between clusterings, the metrics ARI and AMI are used,
which are introduced in Section 4.2.3, as well as two HDBSCAN internal
quality metrics called probabilityand outlier score. The probability indicates
for each point, how con�dent HDBSCAN is about its cluster membership.
Values for the probability range from 0 to 1, larger values meaning the
respective point is a stable and robust part of the cluster. The outlier score
measures the location of a point within its cluster, values close to 1 mean
the point is a strong outlier (but not noise) and values close to 0 indicate
a location close to the cluster core.

To make sure the clustering is independent from the data involved
in the process of selecting the stable UMAP setups, a new dataset is
required. Thus, the ER-latent of dataset B2 is used to �rst create UMAP
embeddings for speci�c setups, on which subsequently HDBSCAN is
applied to generate clusterings. This ensures a clear separation of the
UMAP parameter search from the clustering analysis and avoids the
emergence of arti�cial structure due to data leakage. In order for the
chosen UMAP parameter to be transferrable to the new dataset, the
feature distributions of datasets B1 and B2 are the same.

Cluster Stability over UMAP Seeds

To investigate the sensitivity of the clustering to implicit stochastic
variations in the UMAP algorithm, for a chosen UMAP setup, �ve
embeddings are generated, initialized with a di�erent seed each. On these
�ve embeddings, HDBSCAN is applied respectively and the resulting
clusterings are compared to each other with regard to stability over seeds
using the above stated similarity and quality measures. In the clustering
step, a grid search over the HDBSCAN hyperparameters listed in Table
5.4 is included. The results for two UMAP setups are evaluated here
representatively, speci�cally for UMAP(10, 9, 0.3) and UMAP(20, 30, 0.1).
The cluster stability measures and structure information averaged over
seeds are displayed per HDBSCAN setup in Figure 5.11 and Figure 5.12
for UMAP(10, 9, 0.3) and UMAP(20, 30, 0.1) respectively, from which
di�erent conclusions can be drawn:

É UMAP(10, 9, 0.3): The ARI and AMI averaged over seeds show low
to medium values for large areas of the HDBSCAN parameter grid
with partially very large standard deviations of 0•4 and above. The
latter are a sign that the clustering is highly sensitive to the respec-
tive seed and clusters might represent embedding artifacts more
than real data structure. There are a few parameter combinations
with higher ARI and AMI, especially for higher minimum cluster
sizes (mcs), but there are no larger contiguous areas in which the
metrics consistently achieve good values. Additionally, the noise
fraction is very high overall. For most HDBSCAN setups, more
than half of the points are not assigned to a cluster, especially in
the areas where ARI and AMI exhibit better values. This implies
that the reason why the metrics perform so well for individual
HDBSCAN setups is likely due to consideration of observations
in very dense stable cluster cores only and labeling everything
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else noise. The membership probability and outlier score, averaged
over observations and seeds, achieve values7 0•89and 5 0•12 re-
spectively across all HDBSCAN setups. Although these seem very
strong, their informativeness is mitigated by the high noise level.
Summarized, the clusterings arising from UMAP(10, 9, 0.3) are not
stable across seeds for multiple adjacent HDBSCAN setups, and
clusters are therefore not reliably interpretable in a physical context.

É UMAP(20, 30, 0.1): For this setup, the average AMI is 7 0•84and
ARI even 7 0•95 across the whole HDBSCAN parameter grid with
extremely low standard deviations. These values indicate excellent
agreement of the clusters, i.e. high clustering stability over seeds.
Compared to the clusterings on UMAP(10, 9, 0.3), these values are
achieved with a noise fraction of less than 4•00% for the whole
parameter grid and even lower for the more stable regions. While
in total, the membership probability is slightly smaller than for
UMAP(10, 9, 0.3), values are still 7 0•8 throughout, increasing
from larger to smaller mcs. This decrease is expected since the low
noise fraction implies that clusters not only consist of the dense
core anymore. Accordingly, the outlier score increases for larger
mcsto values up to 5 0•2. All together, these results lead to the
conclusion, that clusterings arising from UMAP(20, 30, 0.1) are
robust over varying seeds and HDBSCAN clusters therefore very
likely represent real density structures in the input data.

Figure 5.11 and Figure 5.12 show that for lowermcs, HDBSCAN distin-
guishes the data into more clusters and the variations of the number of
clusters also increases. This is expected, as a lowermcsis more sensitive
to local density �uctuations and even small UMAP variations have a
stronger impact. In contrast, HDBSCAN identi�es less but bigger clusters
for larger mcs, where only larger and more robust density structures are
considered.

Table 5.4: Ranges for the Hyperparam-
eters of UMAP that were scanned in a
grid search to �nd clusterings of great
quality and with high stability.

HDBSCAN
Hyperparameter

Description Range

minPts minimum number of
points in the

� -neighborhood of a
point for it to be a

core point

[5, 10, 20, 30, 50]

mcs minimum cluster
size, de�nes the

minimum amount of
points a cluster must

contain

[50, 100, 200, 400,
800, 1600, 2500]

Overall, with regard to stochastic variations, the HDBSCAN clustering is
stable for speci�c UMAP hyperparameter setups over a contiguous area.
To investigate, whether this stable clustering structure is actually based
on the real density structure of the latent space which generated the
input data of the clustering, the stability needs to be tested additionally
over varying UMAP setups.
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Figure 5.11:Evaluation metrics for varying combinations of HDBSCAN hyperparamters minPts and mcsfor UMAP(10, 9, 0.3), averaged
over �ve di�erent seeds.
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Figure 5.12: Evaluation metrics for varying combinations of HDBSCAN hyperparamters minPtsand mcsfor UMAP(20, 30, 0.1), averaged
over �ve di�erent seeds.
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Figure 5.13: Evaluation metrics for clusterings with varying combinations of HDBSCAN hyperparamters minPts and mcs, averaged over
ten di�erent stable UMAP setups on the ER-latent of dataset B2.
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Cluster Stability over UMAP Setups

For the study of the agreement between clusterings generated on di�erent
UMAP setups, only those setups have been chosen, for which the cluster-
ing has been proven to be highly stable against UMAP randomization.
After performing HDBSCAN on each of the generated embeddings (each
one initialized with the same seed), clustering agreements are determined
between each pair and averaged over all pairs. The evaluated metrics
are displayed in Figure 5.13 for the same HDBSCAN setups as above.
The mean ARI and AMI both show excellent values across the entire
HDBSCAN parameter grid with extremely low standard deviations.
While the metrics do not heavily depend on either of the two HDBSCAN
hyperparameters, minPtsand mcs, they are strongest in the region of mcs=
800-2500 over allminPts. This tendency is due to HDBSCAN identifying
less but larger clusters for which small underlying UMAP geometry
changes are not as critical. The mean noise fraction is also very low for all
HDBSCAN setups, less than 3•7% everywhere. Overall, the clusterings
are highly stable across di�erent UMAP setups, although it is important
to set the results in context with the number of clusters. Speci�cally, for
clusterings that have almost no noise and only two large clusters, the
metrics will be trivially high, which makes them uninformative.

Cluster Stability over HDBSCAN Setups

Lastly, the stability of the clustering for di�erent HDBSCAN setups is
analyzed. For this, a single UMAP setup is selected, speci�cally UMAP(20,
30, 0.1), on which a clustering is generated for all HDBSCAN setups.
The stability of the obtained clusterings is then evaluated by computing
the pairwise ARI and AMI between clusterings and taking the average.
Over the entire HDBSCAN parameter grid (see Table 5.4), this yields
average values of ARI = ¹0•978� 0•018º and AMI = ¹0•932� 0•054º. This
indicates that the agreement between clusterings is very high over the
region of all tested HDBSCAN hyperparameters and structures do not
heavily depend on individual setups. To examine whether the clusterings
actually have a physical meaning, in the next step, a single setup for
UMAP and HDBSCAN is �xed and resulting clusters are evaluated with
regard to their features.

5.4.3 Physical Evaluation of the Clustering

For the cluster evaluation, the selected UMAP setup is UMAP(20, 30,
0.1), which showed high stability against stochasticity before. For the
HDBSCAN parameters, minPtsdid not impact the clustering signi�cantly,
so it is �xed to 20, a value in the middle of the stable range. For the
clustering, a more conservative mcs= 1600is chosen to identify coarse
clusters. Subsequently, substructures can be studied with smaller mcs.

For HDBSCAN( minPts= 20, mcs= 1600),0•26%of the data is identi�ed
as noise, while 2 clusters are obtained,Cluster 0accounting for 15•81%
and Cluster 1accounting for 83•93%with regard to the entire dataset. To
determine the strength of a�liation of points within each cluster, which
allows to draw conclusions about the cluster structures, the membership
probabilities and outlier scores are investigated. Figure 5.15 shows the
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corresponding ECDFs for both clusters. For Cluster 0, the ECDF of the
probability stays almost 0 for lower values before there is a steep increase
for probabilities close to 1 and the mean is very high at ? = 0•983. In
contrast, for Cluster 1, the ECDF of the probability increases continuously
from ? � 0•4 to almost 1, where there is a steep increase again. The mean
probability for Cluster 1is ? = 0•910. These values show that Cluster 0
is very compact as most of its points belong to the cluster core. Cluster
1 in comparison is more di�use, with a signi�cant amount of points
lying in border regions further away from the core. This impression
is con�rmed by the outlier scores, which have very low values for
Cluster 0, as displayed in the ECDF in Figure 5.15, with a mean of only
¹0•052� 0•097º, whereas for Cluster 1, the distribution is clearly broader
with a mean of ¹0•116 � 0•128º. Thus, there are more points in this
cluster with a lower local density. From the membership probabilities
and outlier scores, it can be concluded, that the clustering separates a
very compact, well de�ned subset, identi�ed as Cluster 0, from the rest of
the data, which structurally is more heterogeneous and combined into
Cluster 1. This structural di�erence is visualized in Figure 5.14, which
shows a representation of the data in two dimensions. Geometrically, the
two clusters are clearly separated, with Cluster 0displayed in a fan-like
structure, whereas Cluster 1has more of a ring shape. The lower plot in
the �gure shows the membership probabilities for each of the points,
which match the ECDF suggestions.

Figure 5.14:2-dimensional visualization
of the two clusters (top) found with
UMAP(20, 30, 0.1) and HDBSCAN(20,
1600) on the ER-latent of dataset B2 and
the membership probabilities of each
point (bottom). The reduction on two
dimensions was done with UMAP(20, 2,
0.1).
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Figure 5.15: Empirical cumulative distribution functions (ECDF) of the probability (left) and outlier scores (right) for the two clusters
found with UMAP(20, 30, 0.1) and HDBSCAN(20, 1600) on the ER-latent of dataset B2.

Figure 5.16: Empirical cumulative distri-
bution function (ECDF) of the true en-
ergy of the incident neutrino (top) and
its true zenith (bottom) for the two clus-
ters found with UMAP(20, 30, 0.1) and
HDBSCAN(20, 1600) on the ER-latent of
dataset B2.

To examine whether or not the two clusters actually have a physical
meaning, the distribution of physical properties among the two clusters
is studied. Figure 5.16 shows the ECDFs of the true energy of the incident
neutrino and the true zenith for both clusters. For Cluster 0, the ECDF
of the energy steeply increases at lower energies while the tail at high
energies is negligible. In contrast, for Cluster 1, the increase is more gradual
with a more signi�cant tail up to energies of 108 GeV. In summary, there
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are signi�cantly more low-energy events in Cluster 0than there are in
Cluster 1. Thus, although the energy is probably not the only cause for
cluster separation, the structure that HDBSCAN found in the data is
strongly in�uenced by the energy of events, which is consistent with the
target of the reconstruction model that was used for the generation of
the ER-latent as input for the clustering. For the ECDF of the zenith, both
clusters show a nearly linear cumulative distribution, which indicates
that the direction of incidence is not a dominant feature for cluster
separation.

Figure 5.17:Ratio of the neutrino �avors
(top), detector topologies (middle) and
interaction types (bottom) of the two clus-
ters found with UMAP(20, 30, 0.1) and
HDBSCAN(20, 1600) on the ER-latent of
dataset B2 in relation to the respective
ratios of the whole dataset.

Other physically relevant features are the �avor of the incident neutrino,
the topology in the detector and the interaction type. For each of them,
the ratio of cluster share to global share for individual feature categories
is displayed in Figure 5.17. A ratio of 1 would for example mean that
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a cluster has the same composition as the whole dataset with regard
to the considered category. In terms of �avors, Cluster 0shows a small
underrepresentation of � 4, while the share of � � events is moderatly
larger. In Cluster 1, all �avors are represented fairly equally. Similarly,
the shares of di�erent topologies in Cluster 1correspond to the global
ones, whereas the share of hybrid topologies like double bangs is notably
higher in Cluster 0, which is consistent with the excess of � � identi�ed in
the �avor ratios. More detailed information on which subcategories of
topologies are combined here into cascades, tracks and hybrid, is given in
Table B.1. Regarding the interaction type, it is again only Cluster 0which
shows noteworthy deviations from the global composition, speci�cally
an excess of NC interactions.

In total, Cluster 0is slightly dominated by � � , cascade and hybrid topolo-
gies and NC interactions, while Cluster 1shows ratios similar to the global
ones for all three features. No signi�cant correlation of features has been
found for any of the two clusters.

Figure 5.18: Dendrogram of the clus-
tering with HDBSCAN(20, 1600) on
UMAP(20, 30, 0.1) for the ER-latent of
dataset B2, showing two distinct stable
clusters emerging at � = 1•63.

The two clusters found with HDBSCAN(20, 1600) seem to have a physical
relevance to some extent, so to investigate the clustering hierarchy and to
see if there are more distinct subclusters, that might be more expressive,
the dendrogram of the clustering, pictured in Figure 5.18 is studied.
It shows an early splitting of the dataset for � = 1•63 corresponding
to a radius of � = 0•61. The resulting branches relate to the identi�ed
Cluster 0and Cluster 1, both surviving for a signi�cant range of � before
they split up further into smaller subpopulations. The broader branch
corresponding to Cluster 1continuously narrows with increasing lambda
without producing prominent lateral branching until the �nal split. This
suggests a possible substructure to be gradual rather than discrete and
would point to Cluster 1representing a homogeneous physical regime
with varying physical properties. This is in agreement with the results
of the study of physical feature distributions. The dendrogram does not
show evidence for a deeper, multi-level clustering hierarchy, because the
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two main branches do not produce signi�cant, durable sub-branches, as
the individual dendrograms of each coarse cluster in Figure 5.19 show
more clearly. On the contrary, sub-branches fray into many small, short-
lived segments. In conclusion, the data has two robust main clusters,
which exhibit locally concentrated subpopulations, but no discrete new
subclusters.

Figure 5.19: Individual dendrograms
for the two clusters found in the clus-
tering with HDBSCAN(20, 1600) on a
UMAP(20, 30, 0.1) embedding. Top: den-
drogram of Cluster 1, bottom: dendro-
gram of Cluster 0.
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5.5 In�uence of the Latent Representation on
the Clustering

As the analyses in Section 5.4 suggest, HDBSCAN clustering on data that
has been mapped to a task-informed latent representation is in�uenced
by this task. Speci�cally, the ER-latent used in Section 5.4 emerged from a
GCNN trained on energy reconstruction and the resulting clusters were
predominantly separated by their energy. To investigate, whether there
is a similar bias for latent representations carrying information about a
di�erent task, the DR-latent from a second GCNN, trained on direction
reconstruction (see Section 5.2), is used to repeat the clustering process
and compare the results.

Since the latent space depends on the model it has been extracted from, the
studies of geometric and statistical properties executed in Section 5.3 are
repeated for the DR-latent. A Hopkins statistic of � = ¹0•96927� 0•00002º
averaged over 20 runs with di�erent initialization shows a high degree
of non-uniformity in the DR-latent. Its intrinsic dimension equivalently
to that of the energy latent, lies between 8 and 9 (see Figure B.3).

A signi�cant di�erence between the structures of the two latent represen-
tations is evident in the reachability plot of the DR-latent, displayed in
Figure 5.20. Instead of one continuous plateau with small local density
�uctuations, there is an increase in the reachability distance up to approx-
imately 40% of the points depending on the chosen minPts, after which
the reachability distance signi�cantly drops. After this jump, there is an
overall more �at region with many small �uctuations before the transition
into a continuous increase which ends in a sharp peak corresponding
to boundary points or noise. This structure suggests a dominant dense
core gradually transitioning into more sparsely populated regions. The
broad peak at 40-50% of the points clearly indicates a change in the
density, which possibly hints at multiple clusters. In total, compared
to the energy latent, the reachability plot of the DR-latent shows more
discrete structures and density variations. According to the combined
results of Hopkins, TwoNN and OPTICS, HDBSCAN also seems to be a
suitable algorithm choice for the DR-latent.

Figure 5.20: OPTICS reachability plot of a representative 10k subset of the DR-latent of B1 for three di�erent minPts of 5, 20 and 50.
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Following the same approach as in Section 5.4, the dimensionality of the
DR-latent is �rst reduced using the UMAP algorithm. To �nd a stable
region for the UMAP hyperparameters, all setups resulting from a com-
bination of the parameters in Table 5.3 are run �ve times each initialized
with a di�erent seed. The quality and stability of the embedding per
UMAP setup are then evaluated by averaging the measures over seeds.
The distributions of the trustworthiness and continuity over the 100
unique UMAP setups (Figure B.4 and Figure B.5) both show very high
values overall and are similar to those found using the energy latent
(Figure 5.8). The trustworthiness is 7 0•94on all scales and the continuity
is 7 0•97 on local and mesoscopic scales, whereas on global scales, it
becomes slightly worse with 7 0•92, which is still an excellent result. The
distribution of the Jaccard stability is displayed in Figure 5.21, which
reaches the highest values up to0•90on global scales, an becomes worse
for more local neighborhoods. For : = 10, the values do not get higher
than 0•73.

Figure 5.21: Distribution of the Jaccard
stability between UMAP embeddings
with identical setup but initialized with
�ve di�erent seeds for the 100 di�erent
UMAP setups possible through unique
combinations of the hyperparameters
listed in Table 5.3 on the DR-latent of
dataset B1. Results for the stability on
three di�erent scales are presented, lo-
cal (k=10), mesoscopic (k=50) and global
(k=300).

For the grid scan over HDBSCAN setups (unique combinations of the
hyperparameter values in Table 5.4) to �nd a region of hyperparam-
eters where clusterings are stable against UMAPs stochasticity, only
those UMAP setups, which exhibit stabilities larger than the median,
respectively on all scales, are used. This leaves 38 setups, rejecting all
combinations that include 3 = 3, most of those including min-dist = 0•0
and = = 200, as well as some other setups. To investigate the clustering
stability, the same steps as in Section 5.4.2 were executed. There are
14 UMAP setups which, in combination with HDBSCAN, produced
stable clusterings for a connected region of HDBSCAN hyperparameters.
Those UMAP setups are then used to test the stability of the clusterings
against variations in the geometry of the embedding. The results shown
in Figure 5.23 provide very high values for ARI and AMI with extremely
low standard deviations and no noise throughout all HDBSCAN setups.
However, these excellent values are all achieved for a mean of two clusters,
for which high ARI and AMI become somewhat trivial. Nevertheless,
the results indicate the presence of two robust coarse clusters.

To have as little bias as possible for the comparison of the clusterings
generated with the ER-latent and DR-latent of dataset B2, respectively,
for the �nal clustering, the same combination of UMAP(20, 30, 0.1) and
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